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  Foreword



Back when I was frequently attending meetings, my best ideas rarely came from the conference rooms.




They emerged during coffee breaks.




While standing there with a cup getting cold, someone would share a half-formed thought, and I’d respond with something that was slightly too blunt or too dry, but usually grounded in how things actually work. There were no slides, no polish—just a habit of breaking things down to first principles and addressing the uncomfortable truths out loud.




Those who remember the old me know exactly what I’m talking about.




That tone never changed. What changed was the setting.




Today, I don’t walk into those rooms. I don’t lean against the counter or observe reactions in real time. I spend my days in solitude, in a body that no longer follows instructions. The conversations have disappeared.




But the thinking hasn’t.




What used to be said to three colleagues over bad coffee is now written down and read by a few thousand people instead. The same voice remains. I still question assumptions and refuse to hide behind complexity when the underlying issue is simple.




If anything, this constraint has made my thoughts sharper. There’s no room for filler when I don’t have the energy for it.




So if my rants feel like fragments of an ongoing conversation, that’s exactly what they are—just transitioned from the coffee room to a different medium.







  Preface



This is not a textbook, and it is not a memoir.




It is a set of observations from a career spent inside nuclear engineering—design reviews, licensing work, and the steady effort to understand how systems behave when conditions drift outside their assumptions.




Most writing on nuclear safety focuses on structure: defense-in-depth, redundancy, classification. Necessary, but not sufficient. The failures that matter rarely come from missing components. They come from connections—dependencies that were assumed away, or interactions that only appear under stress.




None of the major accidents have been design-basis events. They began as something ordinary and progressed along paths the design quietly allowed.




The tone is direct on purpose. Engineering can handle complexity, but not obscurity. If a system depends on a valve, it depends on a valve. If independence is claimed, it should exist physically, not just on paper.




These are not comprehensive arguments. They are fragments—things that used to be said aloud in passing, now written down. 




The aim is not agreement. It is clarity.







  Acknowledgments



To all my coffee break colleagues. 
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  On the Fukushima Daiichi Disaster

  
  




I participated in the post-Fukushima Daiichi nuclear disaster stress tests in Luxembourg in 2012, during a time when the industry was trying to demonstrate that it had learned the necessary lessons. What has stayed with me and continues to trouble me is how comfortably the very designs that failed would have passed those tests.




Fukushima Daiichi Nuclear Power Plant Unit 1 had an isolation condenser—passive, independent, and on paper, exactly the kind of system one would want to see under severe conditions. Yet, it was the first system to fail. The issue was not with the thermodynamics but rather with the logic embedded in the valves. These valves were designed to fail safe, meaning they closed automatically upon loss of power or control signal. In a conventional disturbance, this design protects the system. However, in this case, it eliminated the only remaining heat sink. The condenser was located outside the containment structure, and one of its key valves had been closed early to prevent rapid cooling of the reactor pressure vessel. Once DC power was lost, that valve could not be reopened. A system that exists is not the same as a system that remains operable.




In Units 2 and 3 of the Fukushima Daiichi Nuclear Power Plant, the reactor core isolation cooling systems initially functioned as intended, injecting water into the core without external power. However, there was no acceptable way to remove heat from the containment. Without filtered venting, opening the vent would have released large amounts of radioactivity, so the vent line valves stayed closed. While the system could cool the core, it could not vent the energy safely.




Ultimately, the issue came down to the valves—not just as mechanical components, but as tangible representations of decisions. These valves defaulted to a position that was locally safe but globally disabling. They required power to reverse their state and were positioned outside the very boundary they were meant to support.




There is a deeper contradiction underlying this situation. The goals of injecting water into the reactor and containing radioactivity become opposing objectives under severe conditions. At Fukushima, the latter objective prevailed for as long as possible—until it became unsustainable.




What unsettled me then, and still does, is that our assessment frameworks seemed satisfied with systems that appeared robust and independent in isolation, yet they did not fully consider how these systems behave when those objectives conflict.




The stress tests were intended to expose weaknesses. In some respects, they risked validating designs that had already demonstrated where the true weaknesses lie: not in the absence of systems, but in how these systems are allowed to fail in concert.

* * *

The discussion surrounding the Fukushima Daiichi nuclear disaster is often oversimplified.




Specifically, it is stated that the loss of AC power caused the three meltdowns. However, the reactors were designed to withstand such an event, and for a time, they actually did.




This has several consequences:


	The shutdown functionality would work.

	Decay heat is manageable.

	Steam-driven systems like the Reactor Core Isolation Cooling (RCIC) and the Isolation Condenser (IC) can remove heat effectively.




However, the loss of AC power also eliminated the ultimate heat sink, leading to several critical issues. Seawater systems became unavailable, heat exchangers could no longer dissipate heat. and the RCIC could not operate long-term without a heat sink.




Additionally, direct current (DC) power was lost as the batteries were disabled by flooding. This resulted in the loss of control and instrumentation systems, which defaulted to a fail-safe isolation state.   




This had significant consequences. The isolation condenser relied on controlled valve operation, which could not be sustained without DC power, leading to the loss of Unit 1. Furthermore, alternative injection paths, such as fire water, could not be established, resulting in the loss of Units 2 and 3. And, as insult to injury, since the venting of Unit 3 wasn’t performed as had been assumed, hydrogen found its way into Unit 4, causing its loss as well.




At this point, the plant’s operational state changed fundamentally from being able to “remove heat” to being in a condition where it “could not maintain a heat removal path.”




Therefore, while the loss of AC power created challenges, it was ultimately the automation system’s fail-safe operation that led to the three meltdowns.




In my opinion, the main lesson from Fukushima is that there must always be an injection route available, regardless of the automation controls in place.

* * *

At the Fukushima Daiichi Nuclear Power Plant, three units were in operation when the accident began. Within days, four reactor buildings were effectively lost.




That number is not a paradox. It is a system failure.




Units 1–3 suffered core damage, but Unit 4—defueled at the time—was also devastated by a hydrogen explosion. The hydrogen did not originate there. It migrated. It found pathways the design did not seriously intend to exist, moving through shared ventilation and service spaces, accumulating where no one expected it to matter. Once ignited, it turned a non-operating unit into a casualty of the others.




This is what happens when containment is treated as a boundary on paper rather than a pressure system that must be actively and reliably managed.




During the accident, containment pressure rose as designed—but there was no dependable way to relieve it under the conditions that actually occurred.




Venting existed, but it depended on valves, power, instrumentation, and above all, the willingness to release radioactive material. In practice, it became a last resort that was delayed, improvised, and in some cases effectively unavailable. The design assumed that, when needed, containment pressure would be reduced in a controlled way.




It was assumed the pressure would be relieved.
When it wasn’t, the system found its own path.




With pressure rising and venting constrained, gases sought other paths. Hydrogen did not respect containment boundaries once those boundaries were functionally compromised. It moved through ducting, leakage paths, and shared systems—into spaces never designed to handle it. The plant did not lose four units because four independent failures occurred. It lost them because the units were not independent in the ways that mattered.




Controlled containment pressure management is not an auxiliary feature. It is the difference between keeping a severe accident inside a defined volume and allowing it to spread across a site.




If venting is required, it must work under the worst conditions, not the most convenient ones. It must be operable without AC power, without intact instrumentation, and without hesitation. And it must be filtered, so that the act of protecting containment does not become politically or operationally impossible.




At Fukushima, the system for managing containment pressure existed—but only within a narrow envelope of assumptions. Outside that envelope, it did not fail cleanly. It dissolved into improvised decisions and unintended connections.




And the plant paid for that, one building at a time.








  
  2

  
  
  On Defense-in-Depth

  
  




Having spent all my adult life thinking about all the things that can go wrong in a nuclear reactor, I find it a bit amusing when someone says, “Sure, nuclear is fine as long as everything goes as planned, but what if something goes wrong?”




That question is based on a false premise.




Things are expected to go wrong. Pumps trip, pipes leak, power may go off. The real challenge is how to prepare for the unknown.  




You start by naming what can go wrong.

Power goes up. Pressure drops. Coolant leaves. Systems disappear.




Then, you figure out which events would cause each of them.  

Unwanted control rod withdrawal. Sudden increase in secondary flow. And so on.




Then you apply defense-in-depth.  




When I was lecturing on nuclear safety, I used a simple “99% rule” to explain how the whole structure fits together.




An anticipated operational occurrence (AOO) is a disturbance that the plant is explicitly designed to handle without activating safety systems. These are events expected to occur over the plant’s lifetime, generally around once a year. Examples include loss of offsite power, pump trips, or turbine trips.




Prevention works about 99% of the time. Thus:


	Approximately 1% of AOOs escalate into accidents (about once every 100 years).

	Of those accidents, roughly 1% escalate into severe accidents (about once every 10,000 years).




Each step represents a failure of the previous layer, but the key is how those layers are constructed:

AOOs are managed through design and basic control.

Accidents are addressed by safety systems, which include diverse backups to prevent common-cause failures.

Severe accidents are managed through Severe Accident Management (SAM).




That middle step is where diversity plays a crucial role. Failures are not always random; shared sensors, shared hardware, and shared assumptions can lead to shared failures.




In reality, the preventive layer has been much better than 99% - there have been far fewer than 4-5 accidents per year globally - but a significant number of events that have passed it have slipped through the accident level as well. The level we spend most effort on turns out to be the weakest, mainly because it shares dependencies with the preceding level.




Diversity helps break that chain by introducing different principles, different hardware, and different dependencies.




By the time you reach severe accident management, the mindset has already shifted.

Assume systems have failed for a reason.

Assume information is incomplete or incorrect.

Focus on simple, robust actions that still work.




The structure is not about adding more layers; three layers are sufficient. It’s about ensuring that each layer can withstand the failure modes of the layers below it. This approach is what keeps the 99% rule meaningful.




Otherwise, it’s merely the same logic failing in the same way—three times in a row.

* * *

Historically, the nuclear industry’s formal safety analysis has focused on design basis accidents (DBAs)—the carefully chosen scenarios for which a plant’s response is explicitly demonstrated in advance. However, when we examine the accidents that have shaped public perception of nuclear risk, a different pattern becomes apparent.




None of the significant nuclear accidents began as textbook design-basis accidents that unfolded neatly within their expected parameters. Instead, they originated from anticipated operational occurrences, equipment malfunctions, operational transients, loss of support functions, maintenance vulnerabilities, or external disturbances that initially fell into the realm of ordinary plant behavior. What transformed these situations into severe events was their escalation.




The critical takeaway is that the levels of defense-in-depth, which are often treated analytically as separate, do not remain truly independent when under stress. Shared dependencies, common-cause failures, environmental impacts, operator workload, instrumentation degradation, loss of power, flooding, overheating, and organizational pressures create connections between protection levels that traditional safety models typically keep distinct. Once these connections emerge, barriers can fail simultaneously rather than sequentially.




There are also implications for how we frame probability in safety analyses. Traditional safety evaluations devote considerable attention to design basis accidents as representative challenges. However, real operating history indicates that classic DBAs may be even less indicative of how accidents are initiated than previously thought.




This suggests a shift in priority for future reactor safety efforts. System-level resilience should receive at least as much focus as component-level qualifications. The central question should increasingly be: what mechanisms prevent an otherwise manageable operational upset from leading to additional failures?




A particular weakness arises when both accident prevention and accident management rely on the same electricity distribution systems. Incorporating passive safety measures or engine-driven pumps in accident management can enhance practical resilience.




Preventing escalation entails identifying hidden connections among electrical systems, cooling functions, instrumentation, operator actions, maintenance states, digital controls, and site infrastructure. It requires examining where redundancy has a common vulnerability, even if it appears diverse on paper. It also means understanding how a single degraded function creates increased demand, confusion, or environmental stress elsewhere in the plant.




The most challenging safety problem is preventing an event from gaining allies.




Experience from severe accidents consistently teaches the same lesson: risk increases through the connections between systems, not merely through the failure of individual systems viewed in isolation.

* * *

One example of couplings between defense-in-depth levels sits in the gap between ‘grid available’ and ‘loss of offsite power’.




Some reactor designs have a subtle vulnerability that exists between what is classified as a disturbance and what is recognized as a loss of power. A sustained grid undervoltage—ranging from 80% to 90% of the nominal voltage—does not automatically trigger a transfer to emergency diesel generators. The grid is still technically “there,” meaning the plant remains connected to it. However, it is precisely in this gray area that the plant can begin to break down.




The issue arises from gradual thermal stress. When voltage levels are depressed, electric motors throughout the plant operate less efficiently. To maintain torque, these motors draw higher currents, which increases internal losses and raises winding temperatures. No single component fails immediately; instead, components gradually heat up, quietly and continuously, as long as the low voltage condition persists.




Over time, motors may trip on thermal protection, but not all at the same time. Each motor’s response depends on its individual margins, loading, and cooling conditions. One function is lost, then another, and so on. Each system behaves as designed in isolation, responding to its own local conditions. However, the initial cause—grid undervoltage—remains constant and does not disappear.




This issue is fundamentally architectural. Multiple layers of defense in depth depend on the same external input: grid voltage. Since the undervoltage does not meet the criteria for a loss of offsite power, the plant does not switch to its emergency supply. Instead, it remains connected to a degraded grid long enough for thermal stress to accumulate across several systems.




Accident management strategies assume that either the grid is fully operational or that the plant has already transitioned to its own independent power sources. In this intermediate state, neither assumption is valid. The grid is present but not usable, and the emergency supply has not been activated. Consequently, there may not be reliable electrical power available for accident management functions at the critical moment when they are most needed.




In effect, the external grid is allowed to impact multiple defense levels simultaneously. This does not happen due to a single failure, but through a persistent condition that each layer can tolerate only temporarily. Independence is not lost all at once; it is gradually eroded, function by function, as heating drives equipment out of service, while no stable power source is secured to replace what is being lost.




This type of vulnerability does not require an extreme initiating event. It stems from how thresholds and transitions are defined. If the criteria for switching to emergency power are too narrow or too slow to detect a sustained degradation, the plant remains dependent on a “limping” grid that can no longer support its safety functions or accident management.




Draw as many boxes as you like.  If they lose power from the same place, they go dark together.

* * *

At Forsmark Nuclear Power Plant Unit 1 on 25 July 2006, the reactor was operating at full power when a fault in the 400 kV switchyard caused a sharp voltage dip with a phase disturbance. Generator protection reacted immediately: the unit disconnected from the grid and the reactor scrammed. In a fraction of a second, the plant moved from steady operation to decay heat conditions.




That transition is expected. The assumption is that loss of offsite power is met by a clean handover to emergency systems. Diesel generators start, safety buses are energized, and cooling continues with full instrumentation.




Here, the transition did not remain orderly.




Not all emergency diesel generators were available. Only two of the four started automatically; the others did not respond as intended under the disturbed electrical conditions and had to be brought in later by operator action. In principle, two diesels are sufficient in an n+2 redundant plant.




But the disturbance reached further than generation.




The uninterruptible power supply (UPS) systems reacted in an unexpected way. Certain inverters dropped out during the transient and did not reconnect properly. As a result, even the trains backed by running diesels did not fully energize all their loads. Critical instrumentation and control systems were partially lost.




At the same time, the main circulation pumps did not provide the smooth flywheel coast-down normally expected after a trip. The electrical disturbance and associated protection logic curtailed that inertia. Core flow decreased more abruptly, pushing the reactor more quickly toward natural circulation.




Within seconds of the scram, the plant occupied an uneasy state:

the chain reaction had stopped,

decay heat remained to be removed,

only partial emergency power was initially available,

less than two safety trains were fully functional in practice,

and the control room was partially blind, with key indications—such as reliable reactor water level—unavailable or uncertain.




For roughly twenty minutes, operators worked to stabilize the situation, restore the electrical configuration, and rebuild a trustworthy picture of the plant.




There was no core damage, no abnormal release of radioactivity, and no evidence of dryout. After a scram, power drops rapidly to decay heat, and the margin to critical heat flux increases. Even with degraded pump coast-down, flow inertia and rapidly decreasing power ensured adequate cooling.




The significance lies elsewhere.




On paper, the plant’s safety systems were redundant and independent. In reality, the event revealed hidden couplings—dependencies introduced by power electronics, protection logic, and the dynamics of switching between power sources.




The UPS systems—intended to guarantee continuity—became a point where multiple safety functions were simultaneously affected. The plant did not lose its ability to cool the core; it lost, for a time, the assured and observable pathway by which that cooling is controlled and verified.




The event was classified as INES Level 2. The rating reflects the absence of damage, but the lesson runs deeper: a system can meet its design requirements on paper and still pass, briefly, into a state where fewer safety functions are truly available than assumed.




The reactor shut down as intended. Cooling was maintained. The plant recovered.




What remained was a sharper understanding that the decisive vulnerabilities often lie not in components themselves, but in the interfaces—electrical, logical, and temporal—that govern how a plant moves from normal operation to safety mode under stress.




After the incident, some insisted that the main lesson is to update the set of electrical disturbances that components must be designed against.




It is not. It is to design the systems so that no individual disturbance can degrade all of them at once.

* * *

We like to say we don’t trust the grid.




Yet most emergency core cooling pumps still depend on it—indirectly.




On paper, the logic is clean: multiple trains, separate buses, backup diesels. In reality, the dependency is just pushed one layer down. A long undervoltage does not trigger a clean transfer; it quietly degrades performance and can peel off motors across defense-in-depth levels without ever declaring a clear failure.




So why not put engines directly on the pumps?




It’s not one decision—it’s a system of incentives.




Electric motors are predictable. They start fast, follow commands precisely, and integrate cleanly with protection and control logic. You can test them often and under realistic conditions. That matters, because in safety, what you can test repeatedly is what you can claim as reliable.




Engine-driven pumps bring a different profile. They remove one dependency—the grid—but introduce others: fuel, cooling, starting systems, maintenance practices. None of these are insurmountable, but they are harder to model cleanly and harder to exercise frequently without disturbance.




And this is where it gets interesting.




Our probabilistic models tend to reward architectures that can be decomposed into well-behaved components. Electrical systems fit that mindset. Cross-boundary effects—like a sustained 0.85 pu grid that sequentially weakens multiple safety layers—are real, but they are awkward to represent. So they end up underweighted.




The result is not a conspiracy of procurement bureaucracy or PRA. It’s alignment. We choose what is easy to specify, easy to test, and easy to defend—even if it reconnects the layers we claim are independent.




An engine on the pump shaft would break some of those hidden couplings.




But until we make those couplings visible in the safety case—and give them proper weight—the system will keep drifting toward electrically “independent” designs that share the same vulnerability, just one layer deeper.




Independence is not about how many boxes you draw.




It’s about what actually fails together.
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Probabilistic risk assessment has a clear strength: it forces discipline. It makes you name failure modes, quantify them, and confront combinations that intuition alone would miss. Within that domain—where systems can be cleanly decomposed and dependencies bounded—it is one of the best tools we have.




Its limits begin at the same place its usefulness does.




PRA assumes that a plant can be represented as a set of events and conditional paths. That requires the world to be made of things that are separable, stable, and sufficiently well understood that a probability can be attached to them. Pumps either run or fail. Valves open or don’t. Power is either available or lost. Even when dependencies are included, they must be reduced to something countable.




Real accidents do not respect that structure.




They start as ordinary disturbances and then evolve. Signals degrade without fully failing. Systems remain partially functional. Operators act on information that is delayed, conflicting, or incomplete. Boundaries that were clear on paper begin to blur: control logic crosses system lines, support systems become shared constraints, and actions that are locally correct accumulate into a global dead end.




To make such situations calculable, PRA has to thin them. It groups complex interactions into common-cause factors, truncates unlikely combinations, and replaces evolving conditions with fixed branches. The model remains internally consistent, but it no longer carries the full weight of what it represents.




The issue is not that PRA is wrong. It is that it is selective.




It describes well the kinds of failures that can be specified in advance. It is much less capable of describing the conditions that emerge only as the event unfolds—when independence erodes, when objectives conflict, and when systems that were designed to protect begin to constrain one another.




The familiar language of defense-in-depth is often supported by PRA as a set of independent layers. In practice, those layers are tied together by shared infrastructure, control systems, and human action. Independence is not a binary property; it degrades under stress. PRA can acknowledge this, but only in simplified form.




So PRA does not eliminate uncertainty. It organizes the part of uncertainty that can be expressed as discrete, predefined events.




What remains outside that structure is not negligible. It is simply harder to quantify—and it is often where the most consequential accident sequences take shape.




Used well, PRA sharpens thinking. Used alone, it can give a false sense that what has been quantified is the whole of the risk.




It never is.  




For example, an emergency procedure is written to be followed, not interpreted.




And yet, in the control room, it always is.




Not out of carelessness, but because no procedure can fully declare its own context. It tells you what to do, but only partially why. The operator supplies the missing frame—quietly, instantly—based on experience, recent history, and what the situation resembles.




That is where a particular kind of error lives. Not a slip. Not a violation. An interpretation.




At Fukushima Daiichi nuclear disaster, isolation condenser valves were closed following loss of offsite power—consistent with ordinary shutdown practice. Under normal conditions, closing them helps manage cooldown and prevents overcooling. It is a familiar action, rooted in routine.




But the plant was no longer in a routine state.




What had changed was not the instruction itself, but the meaning of the situation. Loss of offsite power, in isolation, looks like a transient. Something expected. Something bounded. Procedures for it exist, and they are practiced.




But here, it was not a transient. It was the beginning of a cascade: loss of power, loss of cooling, loss of indication. The same initial condition carried a very different trajectory.




The procedure did not lie. The action was not absurd. The operators were not negligent.




The frame was wrong.




Probabilistic risk assessment does not see this well.




PRA can model valve failures, loss of power, even operator error as a probability attached to a step. But it struggles with frame substitution—when a familiar signal is unconsciously mapped to the wrong scenario, and the correct procedure is applied in the wrong world.




There is no component to fail. No parameter drifting out of range. Just a quiet shift in interpretation:




this looks like that.




And so the response follows that, not this.




In reports, this often collapses into a line item: “operator action.” A probability. Perhaps adjusted with a human reliability factor.




But the deeper mechanism remains untouched.




Because this is not about failure to follow procedure. It is about successfully following the wrong one.




And it tends to appear precisely where systems are designed to look familiar—where abnormal begins by imitating the normal.




Loss of offsite power is one of those conditions. It sits on the boundary between routine and emergency. Most of the time, it resolves. The mental model it triggers is usually correct.




Until it isn’t.




And when multiple small cues begin to diverge—indications missing, responses slower, systems not behaving quite as expected—the operator is already inside a frame that explains them away. Each inconsistency is absorbed, not as contradiction, but as noise.




PRA counts errors. It does not easily count misplaced confidence in a correct action.

* * *

If a plant is inherently fragile in shutdown, the logic of risk assessment can quietly turn on its head.




On paper, Probabilistic Risk Assessment (PRA) is meant to guide safer decisions by comparing scenarios: continue operation with a known fault, or shut down and remove the initiating condition. But PRA does not exist in a vacuum. It reflects the plant you give it.




If shutdown states are designed to be riskier than they should be—poor decay heat removal margins, dependence on active systems, loss of redundancy once power is reduced—then the model will faithfully report that risk. And once it does, a subtle but powerful conclusion follows: remaining at power can appear safer than shutting down.




At that point, PRA is no longer just describing risk. It is shaping behavior.




A small leak, a degraded pump, a valve that does not fully stroke—under normal engineering judgment, these would trigger a controlled shutdown. But if the PRA shows that shutdown sequences carry higher core damage frequency—due to transients, reliance on vulnerable support systems, or loss of stable thermal conditions—the “least-risk” option becomes continued operation with known defects.




This is not a misuse of PRA in the narrow sense. The calculations may be entirely correct. The problem lies upstream:




Shutdown is treated as an afterthought in design, not as a primary safety state.




Decay heat removal paths are weaker or more complex than at power.
System dependencies increase rather than decrease when the reactor is taken offline.




The result is a plant that is operationally biased—not by policy, but by physics and architecture. PRA simply exposes that bias and, in doing so, legitimizes it.




Over time, this creates a dangerous normalization. Faults that would once have been unacceptable become tolerable because shutting down is framed as the greater risk. The plant drifts into a regime where it is safest only as long as nothing else goes wrong.




The deeper issue is that risk comparison is being used to compensate for design imbalance. PRA is answering the question it was given—“which option is less risky?”—but no one steps back to ask why the options are so poorly aligned in the first place.




A well-balanced plant should not force that choice. Shutdown should be a risk-reducing action by design, not a scenario that has to be defended probabilistically against continued operation.




Otherwise, you end up with a system where the safest place to be is exactly where you already are—faults included—and the act of trying to make it safer becomes, on paper, the most dangerous move you can make.
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my car only had semiconductors in the alternator diode bridge

and a distributor-pump diesel

from which i had replaced

the shutoff solenoid

with a wire operated valve




we had four of them

one for me

one for wife

one as repair backup

and one in case there is another breakdown

while one is being repaired




they were not very reliable

with the hydropneumatic suspension

at 180 bar pressure

but they were marvels of engineering

and you had always an excuse

for buying new tools




times change




now im stuck in bed

not under a car

and wife drives an electric mercedes

* * *

When I was 11, three disasters occurred within a few months: the explosion of Space Shuttle Challenger, the murder of Olof Palme, and the reactivity accident at Chornobyl NPP.




Chornobyl got me interested in reactor physics, Challenger in safety engineering, and Palme got me to keep the heck out of politics.

* * *

What has stayed with me most from my years at Helsinki University of Technology is not a specific course or method, but a shift in how I relate to problems.




The first lesson was humility. Some aspects of mathematics and physics are not just difficult in a casual sense; they resist intuition, refuse to yield quickly, and expose the limits of what you think you understand. You can do everything “right” and still find yourself stuck, circling the same idea without making progress. Experiencing this frequently removes any illusion of effortless mastery that many of us had when we entered that institution.




The second lesson seems almost contradictory. Despite the challenges, almost any physical problem can be solved. Not necessarily in closed form, not elegantly, and not on the first attempt, but it can be made tractable. You simplify, bound, approximate, choose the right frame, and little by little, the problem gives way.




I remember Theoretical Mechanics as particularly eye-opening in this regard. It did not make things easier; it made them clearer. It revealed the structure underlying what initially appears chaotic and demonstrated how far careful formulation can take you.




However, I learned my actual trade later at VTT Technical Research Centre of Finland. That is where theory met consequence, where models had to stand up to reality, and where I learned what matters when something is no longer an exercise but part of a system that must function properly. For example, a direct solution to the dynamic state of a nuclear reactor is still impossible with modern computers, yet those at VTT solved it in the 1970s using a UNIVAC 1108 and a deck of punch cards! I spent seven years there, learning something new each day.




The role of VTT as a school for the entire Finnish nuclear community cannot be overstated. Many people have passed through it at one point or another, carrying with them not just methods, but a certain way of thinking—practical without being careless, and rigorous without being rigid. In that sense, its influence extends far beyond its walls.




Even my current employer, Steady Energy, is not merely influenced by that lineage; it is a direct spin-off from VTT, built on technology and work that originated there, and carried forward by individuals shaped in that same environment. This continuity is not coincidental; it is crucial for sustaining a field like nuclear energy in a country of this size.




For this reason, ensuring that VTT remains properly funded is not a matter of institutional loyalty or nostalgia. It is a practical necessity. Without adequate support, the quiet infrastructure that underpins the entire Finnish nuclear industry—the training ground, the shared reference point, and the place where competence accumulates—begins to erode. If that happens, it becomes difficult to envision a future for the nuclear field in Finland at all.

* * *

He liked to see how things came apart.




At the age of four, that meant his uncle’s moped—bolts in a tin, cables laid out like veins, the quiet conviction that if something was assembled, it could be understood. Not broken, not ruined. Understood. It was not mischief. It was method, before he knew the word.




Machines stayed with him. Not as objects, but as arguments. Every shaft, every seal, every circuit was a claim about how the world should behave under pressure, heat, time.




At Helsinki University of Technology, he chose plasma physics. It was the cleanest promise—fusion, elegant equations, a future that felt almost moral. But it did not take long to see the shape of that life: long horizons, distant reactors, a career spent approaching something that might always remain just out of reach. There was nothing wrong with it. Only that it would remain, in essence, academic. Nothing to take apart. 




So he turned to fission.




It was not an obvious move. That same year, the Finnish parliament had vetoed the country’s fifth nuclear plant. The field felt like a room after the lights had been turned off—still there, but no longer certain of its purpose. Yet the machines were real. The problems were immediate. The consequences did not wait for theory to mature.




In 1997, he arrived at VTT Technical Research Centre of Finland as a trainee and stayed for seven years. It was a good place to learn how reality resists neat formulations. Codes converged—or didn’t. Models held—until they didn’t. Somewhere in that tension, he began to find his footing.




A year later, he joined the Finnish Nuclear Society. In 1998, there was the England excursion: a bus moving through the landscape of an industry, from Sellafield to Capenhurst Nuclear Services to Sizewell B. Places where abstractions became concrete—pipes, buildings, operators, decisions. He met people, listened more than he spoke, and found that networks in this field were not social ornaments but working structures: ways to see further than one’s own desk allowed.




He became active in the Society. Contacts accumulated, but more importantly, so did questions.




Among them: heat.




Not electricity, but heat—district heating, industrial use, the quiet, continuous demand that cities place on energy. He found himself drawn to reactor concepts that did not chase peak power but steady usefulness. The SECURE reactor concept appeared in that landscape, and he wrote about it for the Society’s journal. It was an early hint of a thread that would take years to complete.




In 2004, he moved to Radiation and Nuclear Safety Authority (STUK) as a reactor physicist, initially to evaluate Olkiluoto 3. It was supposed to be a defined role. But organizations, like machines, reveal their stresses in operation. It became clear that what was needed was not another generalist, but a BWR expert. So he became one.




Outside of work, he built a house with his own hands. It was not separate from the rest of his life. It was the same instinct, scaled differently: understand the loads, choose the materials, accept that mistakes have weight.




In 2008, he became Editor-in-Chief of the Society’s journal. It was a different kind of engineering—shaping arguments instead of steel, but with similar constraints. Clarity mattered. So did honesty.




Around 2010, something began to change. A slight loss of strength in the hands. An inconvenience, at first. Then a pattern.




In 2011, the accident at Fukushima Daiichi nuclear disaster pulled the world’s attention back to boiling water reactors. The expertise he had grown into, almost incidentally, became directly relevant. He used it.




In 2012, the progression accelerated. A diagnosis followed: Amyotrophic lateral sclerosis. By 2013, full quadriplegia. The body withdrew from the work, piece by piece.




But not entirely.




He continued remotely. The problems were still there, waiting to be understood. The machines did not care how the thoughts arrived, only that they were correct.




By 2017, he decided to retire. Not out of acceptance, exactly, but out of a hard assessment of usefulness as he defined it. Invasive ventilation followed. The physical world narrowed further.




And yet, the earlier questions did not go away.




In 2020, conversations began again with former colleagues from VTT. The thread he had picked up years before—heating reactors, practical reactors, reactors that serve rather than impress—returned with new urgency. The world had changed. So had the constraints. But the need for simple, understandable machines had not.




In 2023, he joined Steady Energy.




It is tempting to frame a life like this as a sequence of turns: plasma to fission, research to regulation, health to illness, retirement to return. But that is too neat.




The line is simpler.




A boy takes apart a moped to see how it works.




A man spends a lifetime doing the same, with larger and more consequential machines.




The body, eventually, refuses to cooperate. The work does not.




Because in the end, the task was never to lift or to tighten or to assemble. It was to understand what holds—and what fails—when pressure is applied.




That question remains intact.

* * *

I entered the field at a moment when the ground had already shifted.




In the Finnish Parliament’s rejection of the fifth nuclear power plant, the signal was clear: expansion was no longer possible. Around the same time, Gerhard Schröder carried through the Atomausstieg, giving that hesitation a broader European shape. The entire nuclear industry was cast as something provisional, even suspect. After all, history was over, and we could always get “natural” gas from Russia.




Those of us finishing our studies stepped into that atmosphere. It was not openly hostile so much as dismissive. The assumption, often voiced lightly, was that we had trained ourselves into irrelevance—that we were graduating into a field already on its way out.




But the work itself did not change. Systems still had to be understood. Margins still had to be respected. So we carried on, not out of defiance, but because the underlying reality of the plants—and of the physics—remained.




Now the tone has shifted again. The same caution that once looked obsolete is recast as obstruction. New designs arrive with the language of inevitability, and hesitation is treated as a failure of imagination. To ask where the margins are, or how failure unfolds, or how severe accidents are prepared for, has taken a stand in the way of progress.




It is a familiar inversion.




Experience suggests that the argument is never settled in language alone. It turns when events intervene—when systems are tested beyond intention, and consequences become visible again. 




There will be another meltdown. Hopefully in a plant that is designed to manage it. When that happens, the judgment will swing back once more. The same voices that now press for speed will ask why more was not anticipated, why more was not held back, why the conservative voices were not heeded.




And we will be mocked again, from the opposite direction.




The work, though, remains unchanged. You learn to accept that the tone around you will oscillate, sometimes sharply, while the substance of the task does not. You hold to the slow discipline of understanding systems, of insisting on margins, of allowing time where time is what safety requires.




And you carry on.
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In design work, you cannot simply ignore errors and hope they won’t become an issue later. They tend to remain unnoticed until the precise moment they become critical.




A well-known example of this is the positive scram effect in RBMK reactors. The shutdown system is intended to reduce reactivity, but under certain conditions, inserting the control rods temporarily increased reactivity instead. This phenomenon wasn’t unknown; however, it was left unaddressed, accepted, and worked around rather than fully resolved. The likelihood of such conditions arising was considered unrealistic, as it was believed that the power would never peak at the bottom 30 cm of the core.




On April 26, 1986, it did peak. This highlights the nature of design errors: they don’t have to be active all the time; they just need the right combination of circumstances to cause problems.




If something is wrong, do not just move on. You must isolate it, understand it, and fix it properly—even if it doesn’t seem strictly necessary at the time. Not because it will always lead to issues, but because one day it might.




Good engineering, in part, means refusing to leave loose ends unresolved.

* * *

Engineers should still know how to use a slide rule, not out of nostalgia, but as a discipline.




I carried one for as long as I could. While a slide rule shouldn’t be an everyday tool, it should be a part of every engineer’s training.




Using a slide rule prevents you from hiding behind digits. You have to estimate the magnitude before you even begin your calculations. If you don’t know whether the answer is 30 or 3,000, you’re not ready to calculate.




This habit of estimating first could eliminate a surprising number of engineering errors.




A slide rule also encourages you to think in terms of relationships instead of just numbers. Multiplication, division, and powers are represented as distances on a scale. You begin to understand how different factors scale—such as flow versus pressure, temperature versus density, and power versus reactivity. That is where true understanding comes from.




Additionally, a slide rule enforces precision with three significant digits—no more. This constraint prompts you to evaluate whether the inputs or even the model justify anything beyond that. Most of the time, they don’t.




Modern tools can provide answers with twelve digits but rarely indicate whether those digits are meaningful.




Using a slide rule means you are involved in every step: choosing the scale, placing the decimal, and interpreting the result. You remain in control.




When the model deviates, when the system behaves unexpectedly, or when the numbers seem “fine” but something feels off, you revert to that mindset: estimate, perform a sanity check, and rebuild from first principles.




That’s engineering—not simply generating numbers, but knowing when those numbers make sense.

* * *

The simpler it looks, the more design work it takes.




Simplification isn’t cutting corners - it’s designing better to get rid of excess complexity. Putting more effort into planning, not less.




Ideally, you don’t see any of the effort when looking at the final product. But it is there.

* * *

Copying an idea is easy. Transplanting it, however, is not.




Every idea is built on a series of assumptions. These assumptions can relate to various factors, including physics, user behavior, constraints, and potential failure modes.




Many of these assumptions remain invisible, operating in the background to make the idea functional. When you attempt to copy an idea without fully understanding these underlying assumptions, you are not truly replicating the idea; you are merely copying its surface. And the surface is the least significant aspect.




An idea works because certain things are true. Change those, and it becomes something else. 




Changing any of these factors can result in the idea behaving very differently. Sometimes it degrades, sometimes it fails, and at times it may even become dangerous.




Engineering history is filled with instances where a solution that was “proven” effective in one scenario failed when applied elsewhere. This often occurs not because the idea itself was flawed but because the original assumptions did not transfer successfully.




This tendency is particularly tempting with elegant solutions. When something appears clean, simple, and efficient, the instinct is to reuse it. However, elegance is often conditional, depending on a very specific environment where trade-offs were carefully balanced. Move that solution to a different context, and the balance can be disrupted.




To truly understand an idea, you must ask:

What must be true for this to work?

What underlying factors were silently relied upon?

What was intentionally overlooked?

What is likely to fail first if conditions change?




If you cannot answer these questions, you do not fully understand the idea. Without that understanding, you cannot safely reuse it. You are no longer engaging in engineering; you are simply hoping for success.




Good design is not about copying solutions. It is about comprehending why those solutions worked and then purposefully determining whether those reasons still apply in a new context.

* * *

At twenty, I spent a summer in a shipyard, building pieces of offshore structures that would never be seen again once they left the quay. The work was loud, heavy, and indifferent to elegance.




One week, I was given a simple task: take 250 steel disks—ST52, half a meter in diameter, a hundred millimeters thick—and drill and tap two 20 mm holes into each. They were meant for threaded lifting eyes, the kind you screw in, not weld on.




On paper, it was straightforward. In practice, it was a slow negotiation with mass. Each hole began with positioning, clamping, and aligning. Then drilling—steady pressure, careful feed, clearing chips, listening for the tone that says the tool is no longer cutting cleanly. Then tapping, which in that thickness becomes less a motion than a commitment. You feel the steel resist, then yield, then resist again. Back off, clear, advance. Repeat. Two holes per piece, 250 pieces. The rhythm set in, but it never became light.




Somewhere around the second day, the question arrived and stayed: why are these threaded at all?




A welded lifting lug would have been quicker. Cut, place, weld—done. No long drilling, no risk of broken taps buried deep in a hundred millimeters of steel, no week spent feeding a machine through work that felt, even then, avoidable. Perhaps there were reasons—standardization, removability, inspection conventions, or simply a habit carried from another context. But standing there, covered in cutting oil and steel chips, the choice felt distant from the reality of making.




You learn something in that kind of work that drawings do not quite convey. Effort is not abstract. Every additional operation has weight, time, and failure modes. Threads that look neat on paper become torque and friction, and broken tools. Thickness is not a number; it is resistance.




I finished the batch. The disks moved on, the structures were assembled, and the week disappeared into the larger project. But that small question remained. Not as a complaint, exactly, but as a calibration: design choices propagate all the way down to the person holding the tap. And if you have never stood there, it is easy to miss what those choices really cost.

* * *

An engineer who never builds tends to misjudge what is practical. The same is true of an engineer who never writes a model: the results are taken at face value, as if they were measurements, rather than the outcome of a chain of choices.




On paper, many things look equally easy. In the workshop, they are not. A layout that is “compact” in CAD leaves no room for a wrench. A tolerance stack that closes neatly on a spreadsheet refuses to assemble without force. A control loop that is stable in simulation hunts because the sensor lags and the actuator sticks. None of this is unusual. It is simply how real systems behave.




Without contact with that reality, judgment drifts. You assume alignment is easier than it is, access is better than it is, signals are cleaner, and delays are shorter. You design for ideal components rather than for how they are installed, wired, heated, and handled. The result may look coherent and still be difficult—or impossible—to build and operate.




Building corrects this quickly. After a few assemblies, you begin to see the hidden costs. If a fastener cannot be reached comfortably, it will be skipped or mistorqued. If parts do not self-align, assembly becomes a fight. Variation accumulates and shows up at the worst interface. Systems that were “steady” on paper reveal lags, saturation, trapped air, and small nonlinearities that dominate behavior. Measurement turns out to be the most fragile part: what you thought you could observe cleanly is often the noisiest signal in the system.




The same loss of touch appears in numerical work. A model produces a clean curve, and it is tempting to treat that curve as the truth. But a numerical result is built, not discovered. It depends on the discretization, time step, solver tolerances, boundary conditions, and the closures used to represent what is not modeled. Each choice leaves a trace.




An engineer who has written even a modest solver recognizes those traces. A smooth profile may be numerical diffusion. A sharp feature may be driven by a boundary condition rather than the physics. “Convergence” may mean only that the residual decreased, not that the solution is correct. Stability can be purchased with damping that, in effect, removes the effect of interest. Agreement with one dataset may reflect tuning rather than understanding.




Without that experience, it is easy to over-trust. Grid independence becomes a box to tick rather than a question of what has truly converged. A single time step or solver setting is accepted because it runs. Fitted parameters are read as physics instead of compensation. A good-looking plot carries more weight than it should.




Writing code changes how results are read. You begin to ask practical questions. If the mesh is refined or the time step reduced, what moves? Where do boundary conditions dominate? Which term in the equation is doing the work, and could that be an artifact of the scheme? What was tuned to make this case fit, and what breaks when conditions change? You also gain a sense of cost: a model that is only slightly more detailed can be much slower, harder to stabilize, and more fragile.




With that experience, designs—physical and numerical—become more robust. You leave space for tools and hands. You add features that guide assembly and allow adjustment. You specify tolerances that reflect variation. You place sensors where they tell the truth. In models, you test sensitivity, separate what is known from what is tuned, and resist the urge to overinterpret clean outputs.




The difference is not philosophical. It is the difference between something that looks reasonable and something that can be built, started, understood, and trusted.
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You can tell a lot about a person from the Fortran they write.


	Inconsistent line numbering: “I’ll fix it later.”

	Illogical variable names: “It works, so why bother?”

	Untidy indentation: “This isn’t a beauty contest.”

	Poor commenting: “I understand it now, so everyone should understand it.”




Good code reads like poetry.

* * *

There is a subtle irony in modern engineering.




We create layers of abstraction, only to spend days figuring out where our data is located.




Fortran never had that problem.




You always knew where things were stored. Arrays were just arrays. If a variable was important across the model, you placed it in a COMMON block and moved on.




Yes, COMMON blocks are considered outdated. Critics label them as a global state.




But in real numerical computing—neutronics, thermal-hydraulics, CFD—the issue is not about philosophical purity. The challenge lies in maintaining a consistent state throughout a large, coupled model without losing track of it.




COMMON blocks made this explicit. 




You had one designated spot for kinetics parameters, one for thermal state, and one for hydraulics. 




There were no hidden layers, no frameworks silently copying data behind your back, and no debates over “who owns this variable.”




You could open the code and clearly see the model.




The compiler could perform its job effectively: predictable memory usage, no aliasing surprises, and tight loops that executed quickly.




Of course, COMMON blocks can be misused. 




However, anything can be abused.




When used correctly, they enforced clarity in the physical model that many modern codes struggle with.




The goal is not to impress others with sophisticated software architecture but to solve the equations accurately and efficiently.




COMMON blocks accomplished that quite well.

* * *

I chose Perl as my scripting language because I don’t think in terms of “programs”; I think in patterns.




Not in objects or hierarchies, but in fragments of text that almost—but not quite—follow rules. Logs, tables, half-broken formats. Perl fits that way of thinking. You match, extract, reshape, and move on. It is not always pretty, but it is direct.




This is essentially the mindset behind regular expressions (regex). You look at a line of text and instantly recognize what is important and what isn’t—anchors, optional parts, repetitions, edge cases. It’s not just an academic theory; it becomes instinctual. Once you view problems this way, Perl feels less like a traditional programming language and more like a natural extension of how you intuitively interpret the world.




Other languages can indeed use regex, but in Perl, it’s not something you reach for as an afterthought; it’s the default mode. The language is designed around the notion that text is fluid, inconsistent, and still manageable without unnecessary complexity.




There is also a certain discipline inherent in this approach. Regex does not allow for ambiguity. Either you understand the structure, or you don’t; it either matches or it doesn’t. This necessitates precision in handling messy data, a valuable habit that extends far beyond the realm of scripting.




Like any sharp tool, regex can be misused. You can create unreadable one-liners that only you will understand, and maybe only for a brief period. However, this is not a flaw of the tool itself; it follows the same principle as any other area of work: if you leave a mess behind, it will come back to haunt you.




So yes, I use Perl because I think in regex—not because it’s elegant, and certainly not because it’s trendy.




I choose it because when the problem is finding structure within chaos, it aligns perfectly with how I naturally think.

* * *

When you cannot fall back on printouts, margins full of notes, or a second sheet where the logic is laid out in peace, coding becomes less forgiving. There is only the screen, and the screen forgets quickly. What is not made explicit is simply lost.




Under those conditions, discipline is no longer a virtue but a necessity.




You learn to name things properly, because you cannot rely on a scribble in the margin to remind you what a variable meant. You structure code so that it can be read in small windows, because you cannot spread it out across a desk and take it in at once. Functions become shorter, interfaces cleaner—not out of aesthetic preference but because anything else becomes unmanageable.




Errors, too, change character. A loose thought, a half-formed assumption—these cannot be parked on paper and resolved later. They must be settled immediately, or they will dissolve into confusion. The code either carries the idea fully or not at all.




Iteration sharpens. Without the comfort of external scaffolding, you are forced to maintain a coherent working state at every step. Small, complete increments replace large, speculative leaps. You test sooner, because you must.




In that sense, the absence of hard copies removes a layer of forgiveness. It narrows the space in which sloppy thinking can hide. What remains is a more direct relationship between thought and implementation—stricter, sometimes slower, but also cleaner.




And even for those who have no need to—no constraint forcing the change—it is worth trying. Working this way exposes how much of one’s process depends on deferring clarity to the margins. Take those margins away, and you begin to hold more of the structure in your head. You name things with greater care. You close loops earlier. The code becomes less a record of thinking and more its resolved form.




It is a useful kind of friction. Not something to impose forever, but something to experience deliberately. Even healthy people should give it a try, if only to see what remains when there is nowhere left to hide unfinished thoughts.

* * *

Tidy source code doesn’t seem urgent when everything is functioning properly. The model runs, the numbers appear reasonable, and there’s always something more “important” demanding attention.




When I was younger, I thought this way. As long as I knew where everything was, and the logic made sense in my mind, that was good enough for me. And it was—until the moment it wasn’t.




Messy code doesn’t fail dramatically; it bides its time. Issues arise when you revisit something months later or when you need to change one small detail and discover that three slightly different versions of the same parameter are buried in various locations. Problems can also occur when a result seems off, and you can’t easily trace where things went wrong.




Tidy code isn’t just about aesthetics; it’s about being able to trust what you’ve built. A clear structure, consistent naming, and having a single, obvious location for each piece of logic all reduce the chances of hidden errors.




In the end, coding is no different from any other form of engineering. You shouldn’t leave things in a state that only you can understand or where correctness relies on memory. Instead, you should make your code robust, transparent, and repeatable.








  
  7

  
  
  On Reactor Analysis

  
  




My nodal core simulator almost didn’t make it.




On paper, everything was there. In practice, it crawled. With ~38 variables per node, finding the global power shape in an EPR-sized core took on the order of 2,000 iterations. Not unstable—just painfully slow. The solver kept chasing small corrections across the core without ever settling efficiently.




The problem wasn’t the physics. It was how I was asking it to converge.




One evening in Otaniemi, over tuna pizza and Velvet lager, it clicked: stop trying to converge everything at once.




After each iteration:


	Fix the intranodal flux shape.

	Assume outgoing partial currents ∝ node-averaged flux.

	Solve only the scaling factors to satisfy the neutron balance in each node.

	Rescale and repeat.




Separate shape from amplitude.




I went back to VTT that night, coded it through, and had it ready by morning.




30 iterations.




Same physics. Different perspective.




And the interesting part: the local flux shape has almost no effect on the global one during convergence. Most of that intranodal detail was just slowing things down.




Still the most satisfying fix I’ve ever made.       

* * *

Anyone can write a nodal core simulator. Getting one to calculate the power distribution is not the hard part.




The hard part is everything that follows: making it converge without drama, behave smoothly across the whole operating range, couple cleanly to thermal-hydraulics, and stay stable when the inputs are less than perfect—as they always are. It has to be fast, predictable, and boring in the best possible way. Something you trust enough to use without thinking about the tool itself.




I built my own nodal code, ARES, about 25 years ago. It worked. But I also learned where the real effort goes. Not in the equations, but in all the small, unglamorous decisions that make the code behave like a tool instead of a prototype.




That is why I have a lot of respect for the people at Studsvik Scandpower. In a small market, they’ve done a genuinely top-class job—not just getting the physics right, but making the whole thing smooth, consistent, and usable year after year.




Writing the simulator is maybe five percent. Making it practical is the other ninety-five.

* * *

Working with reactor modeling leaves a mark. You stop thinking only about how to simulate a reactor, and start thinking about how it wants to behave.




What hurts my brain about many reactor concepts is the basic philosophy of loading the core with extra neutrons and then spending much of the cycle absorbing them away. It feels like driving with the throttle wide open and controlling speed with the brakes.




Yes, there are good practical reasons for it. Batch loading demands excess reactivity at the beginning of the cycle, and shutdown systems must remain strong and unambiguous. But the underlying picture still feels backward: first create the surplus, then work hard to suppress it.




The VVER-440 at least hints at a more intelligent direction. Its fuel followers move out of the core with the absorber section, so the core does not simply alternate between absorber and empty water column. That is already a step away from pure neutron destruction as the only control philosophy.




The natural thought is to take that idea further. Use core inserts that are less about killing neutrons and more about being inert to them. Replace absorber, where possible, with reflector or some other weakly perturbing structure that preserves neutron economy during normal operation. As fuel is consumed, gradually reel the followers in. On scram, let them fall out of the core, inserting negative reactivity as they fall.




The last part is non-negotiable: scram must stay negative with a margin. Whatever elegance is introduced for power operation must never blur the shutdown function. A reactor may be allowed to run gracefully, but it must still stop brutally. 




But that’s what core analysis is for. 
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Daily changing of my respirator filter is not a routine task. It is a safety procedure, built step by step to make a simple failure unlikely.




The sequence is deliberate.




The cough assist device is started. I am switched onto it. Ventilation is turned off. The filter is changed. A calibration follows. Ventilation is turned back on.




Before I am connected again, the respirator is tested against a rubber lung and placed on my chest so I can see it expand. Only then am I asked if it is acceptable to switch me back. If I agree, the change is made. My chest is checked again to confirm that it expands. The cough assist is then cleaned and turned off.




Nothing in that sequence is accidental. Each step exists to prevent a single, very specific error: being connected to a respirator that is not ventilating.




And yet, in the company to which my care was outsourced, that error did not remain theoretical. It recurred.




Over eight years, it happened a dozen times.




Four times I lost consciousness.




The procedure did not fail for lack of steps. It failed because the system around it did not learn. Incidents were something to be endured, explained away, or quietly closed—not examined with the intent to understand and prevent.




A procedure can be written once. Safety has to be practiced and corrected continuously.




When reporting becomes a nuisance, learning stops. And when learning stops, the same failure returns—patiently, predictably—until one day it does not end with recovery, but with an explanation. 

* * *

Sharing incident reports feels like transparency, but it has a peculiar side effect. It compresses complex, layered situations into a sequence of facts that look cleaner than they ever were in reality.




An incident report reads as if the event unfolded along a single, understandable line:


	Time stamps.

	Actions.

	Conditions.

	Outcomes.




But the actual event was never like that.




It was parallel.




Multiple small degradations, each tolerable on its own, aligning in time:

A valve slightly slow.

An indication slightly off.

A procedure interpreted one way instead of another.

A decision made under a different mental model than the designer assumed.




None of these would justify a report. Together, they do.




The problem is that when we share reports, we tend to extract lessons as if there had been a clear decision point where things could have been “done right.” We look for the hinge—the moment where the outcome could have flipped.




But often there is no hinge. Only accumulation.




And accumulation is hard to teach.




Reports are still valuable. They carry the texture of real systems under stress. They expose how work is actually done, not how it is described. They remind us that procedures are interpreted, not executed, and that calculations are themselves human actions, not neutral ground.




But they are incomplete in a particular way.




They rarely convey how normal everything felt until it didn’t. 
They rarely capture the absence of signal—the fact that nothing clearly announced that the system had crossed a line.




So when we share incident reports, the task is not just to extract recommendations.




We should try to convey the ambiguity.




To resist the urge to clean the story into something that looks preventable in hindsight. 
To show how easily ordinary conditions can align into something else.




Otherwise, we teach the wrong lesson.




We teach that accidents come from identifiable mistakes.




When more often, they come from alignment.

* * *

In The China Syndrome, there is that small, frustrating exchange at the post-incident hearing.




Shift supervisor Jack Godell is asked why the operators did not look at the other meter.




He answers, simply: “I don’t know. I didn’t either.”




It lands badly, especially if you have ever sat in a control room.




Because the question itself is wrong.




It assumes that safe operation is a matter of vigilance—of people scanning, cross-checking, second-guessing every indication in real time. That if only someone had looked one meter further, the chain would have broken.




But that is not the job.




An operator is not there to hunt inconsistencies across a wall of instruments. If that is required, the system has already failed in its design. Cross-checking is not a human fallback—it is a system function. It belongs in logic, in validation, in alarms that present disagreement as a single, unmissable condition.




Otherwise, you are asking a person to solve a combinatorial problem under time pressure, with no clear stopping rule.




And they will not. No one would.




The frustration comes from that mismatch: the outsider’s belief that more attention would have saved the situation, and the operator’s lived reality that attention is already saturated just keeping the plant in a coherent state.




We have not suffered from a lack of data for a long time.




We suffer from too much of it, presented without structure.




Clutter does not just obscure—it creates false choices. It invites you to look somewhere else, just when you most need to trust what is already in front of you. And once you start chasing, you are no longer controlling. You are searching.




Good systems do not ask for heroics.




They reduce the space of doubt.




If two measurements matter, their agreement should be the signal—not something the operator has to infer. If a deviation matters, it should arrive already interpreted, already prioritized, already tied to action.




Otherwise, we end up blaming the person for not doing what the system never made possible.




The line in the film endures because it is honest.




Not careless—honest.




And perhaps the quiet hope is that we have learned something since then.




Not to collect more data.




But to decide, with discipline, what deserves to be seen at all.
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Refueling criticality safety has a way of appearing settled once it has been reduced to paper, with margins that seem sufficient, boron in specification, and geometry treated as known, even though the situation itself is anything but fixed.




Everything checks out—on paper.




But refueling is not a calculation; it is a chain of human actions carried out in a changing configuration, with an open core and assumptions that are only true for as long as nothing disturbs them, which is rarely as long as we think.




And even the engineer doing the calculations is (sort of) a human.




The calculation is assembled from models, inputs, interpretations, and decisions, and it carries the same potential for error as any physical step on the refueling floor, differing mainly in that its failures are quieter and therefore more easily trusted.




Once written down, a calculation gains authority, and that authority has a way of discouraging further questioning, which is precisely when it becomes most dangerous—not because it must be wrong, but because it is no longer being actively challenged.




Refueling, in practice, is a sequence of acts where fuel is moved, positions are checked and rechecked, each step individually simple and familiar, yet collectively forming a system whose behavior is far more complex than any single action suggests.




Small deviations can enter at many points along that chain, each one seemingly acceptable on its own, yet capable of aligning with others in ways that are not anticipated in isolation.




And when they do align, the system does not announce the transition in procedural terms; it reveals it through physics.




Not with alarms, but with heat.




Power rises, and in an open core, where there is no pressure to suppress phase change, boiling follows almost immediately, not as a slow development but as a rapid local response to increasing power. At that point, the distinction between PWR and BWR largely disappears, because with the vessel open, they boil alike. Steam forms voids that transport neutrons all the way to the surface.




Refueling is safe only as long as the analyzed core, the intended core, and the constructed core remain the same thing.




All is well if the calculation is correct.




But what if it isn’t?




In BWRs, source and intermediate range monitors provide a direct indication of the neutron population, independent of chemistry, positioning, or procedural correctness, responding to what is actually happening rather than what is assumed to be happening.




In PWRs, there is often no equivalent in-core indication available during refueling, and the safety case rests more heavily on soluble boron, verified concentrations, and administrative controls, all of which depend on correct execution within the same chain they are meant to protect.




In the end, this is not about margins written in a report.
It is about people working over an open core.




One system tells you what is happening.
The other assumes you already know.

* * *

At Dampierre Nuclear Power Plant, Unit 4, during a refueling outage in 2001, the reactor moved quietly, almost imperceptibly, toward a configuration that no one had intended and that no calculation had explicitly allowed.




This was not a failure of equipment, nor a dramatic operator error, nor a single misplaced assembly that could be pointed to and corrected in isolation, but a gradual shift in the loading sequence in which one position offset led to the next, and the next, until the physical core being built in the vessel no longer corresponded to the loading map that everyone believed they were following.




By the time the discrepancy was detected, more than a hundred fuel assemblies had been placed one position away from where the design assumed them to be, which meant that the reactor core, as it actually existed in steel and water, had become something subtly but materially different from the one that had been analyzed.




Nothing happened in the immediate sense that operators are trained to expect.




There was no excursion, no sudden rise in neutron flux, no clear signal from the instrumentation that anything fundamental had changed, and the shutdown margin, on paper and in the moment, still appeared to be sufficient.




And that absence of feedback is precisely what makes the event worth remembering.




Because during refueling, a PWR sits in a state that is both physically forgiving and deceptively sensitive, with the vessel fully flooded and strongly moderated, with large reactivity effects tied to relatively small geometric changes, and with only limited, indirect instrumentation available to tell you how close you may be to a configuration that behaves differently from the one you designed.




Each fuel movement is small when viewed in isolation, a single discrete step that appears well within bounds, but the physics does not care about intent or sequence; it responds only to the configuration that exists at that moment, and when fresh assemblies that were meant to remain separated begin to cluster, the local neutron economy improves whether anyone notices or not.




In Dampierre-4, that clustering effect created a region of higher reactivity than the loading plan allowed, not enough to drive the reactor critical under the actual circumstances of the event, but sufficient for the regulator to conclude, after the fact, that under slightly different surrounding conditions, the same type of mispositioning could have initiated the start of a nuclear chain reaction.




The calculations, in other words, were not wrong.




The procedures were not missing.




The hardware did not fail.




What failed was the alignment between the intended core and the one that was physically constructed, step by step, under the assumption that each move was still anchored to a correct reference.




A loading map is an abstract object, precise and internally consistent, but it only has meaning if every individual action keeps the real core synchronized with it, and once that synchronization is lost, even by a single position, every subsequent correct action is applied to an already incorrect reality.




There is no immediate signal that marks that transition.




The reactor does not tell you that you are drifting.




It simply continues to behave, until it does not.




We often present refueling criticality safety as a problem that is solved by analysis and bounded by margins, but events like Dampierre-4 show that it is, in practice, one of the most human-dependent phases of reactor operation, where safety rests not only on physics and design but on the fragile continuity between intention and execution, maintained over hundreds of repetitive steps in an environment that offers very little immediate feedback when that continuity begins to slip.

* * *

At Kozloduy Nuclear Power Plant, Unit 5, 2006, the trip signal was correct. Power to the holding magnets was cut.




And yet 22 control rods did not move.




They were not slow. They did not hesitate.
They did not release at all.




The cause was mechanical—armatures that had sat in long, tight contact did not separate when de-energized. With essentially gravity as the only driving force, some remained latched.




The main corrective action was simple and revealing: move them more often. Exercise the mechanism, so surfaces do not settle into each other. Watch release, not just drop time.




But the deeper issue sits against our assumptions.




In analysis, we assume a single stuck rod—bounded, predictable, designed for.
Kozloduy was different: 22 rods, unknown locations, no defined pattern.




Not a worse version of the same problem.
A different problem altogether.




Because once multiple rods stay out, you lose the geometry you rely on. Shutdown becomes contingent—on which rods happened to let go.




And underneath it all is the break in logic:




power off ≠ release




If release is not certain, insertion time is irrelevant.




The reactor did shut down, supported by inherent feedbacks. Still, the event was INES 2, because a fundamental safety function was no longer assured.




Which leads to the point that matters most:




You need time.




Time for the core to settle.
Time for a backup shutdown to act.
Time for systems and people to recover margin.




That time should come first from physics—Doppler, moderator effects, limited excess reactivity—already pushing the reactor toward subcritical when disturbed.




Scram should make it fast.
Backup systems should make it durable.




But neither should be required to be perfect in the first second.




Because if the first second demands perfection, you have no time at all.
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Systems designed for one regime begin to misbehave when the regime changes.




We often treat electrification as incremental. A bit more load here, a bit more capacity there.




It isn’t.




It’s a change in scale.




The amount of power we are trying to move is no longer in the same regime as before. At some point, the question stops being how to extend what we already have and becomes whether the underlying approach still makes sense.




At lower voltages, you can keep adding lines. Spread the load. Build around constraints. It works—up to a point.




But each new line comes with its own footprint. More land taken. More corridors cut. More people are affected, each one just enough to remain acceptable.




Individually, the decisions look reasonable.




Together, they don’t.




What changes at higher voltage is not just capacity. It’s geometry.




A single line begins to replace several. Losses over distance stop dominating. The system becomes something you can deliberately shape, rather than patching together.




At some scale, lower voltages stop being a conservative choice and become a structural inefficiency. At that point, the question is no longer whether 800 kV is excessive.




It’s whether anything below it is still aligned with what we are trying to build.

* * *

Electricity has no memory.




Once it enters the grid, it loses its origin. A kilowatt-hour from solar, a battery, or a turbine is indistinguishable from any other. The system sees flow, not history.




But taxation still assumes history.




As the system becomes more dynamic, assumptions built for one-way flow begin to fail. You pay when energy enters your storage system. Someone else pays again when it leaves. Not because it is a different energy, but because the system cannot recognize that it isn’t.




Flat taxes make it worse. Every pass through storage looks like new consumption. The system penalizes the very flexibility it increasingly depends on.




There are ways to soften it.




If taxation follows value instead of volume, the distortion shrinks. Charging happens when prices are low. Discharging offsets high-value consumption. The double layer remains, but its effect fades.




Removing it entirely would require something cleaner: taxing only final use, or explicitly netting storage cycles.




Both are straightforward in principle.




Neither is simple in practice.




So the real question is not how to eliminate the imperfection.




It is whether we are willing to keep a system that discourages the behavior we are trying to encourage.

* * *

Small modular reactors are often presented as a natural fit for combined heat and power.




The argument sounds straightforward: place the reactor close to demand, take heat directly, avoid conversion losses, and keep everything local.




But the thermodynamics are less decisive than they first appear.




If you take heat from a turbine cycle in a conventional pressurized water reactor, you are not creating heat from nothing. You are redirecting it. For every unit of heat extracted, you give up a fraction of electrical output—on the order of a few tenths. Not negligible, but not dominant either.




Viewed another way, that same electricity could have been used to drive a heat pump.




And large heat pumps, when designed properly, operate in that same range of effectiveness. One unit of electricity becomes several units of heat. Different path, similar outcome.




So the advantage is not where it first seems to be.




It is not in efficiency.




Which leaves a more uncomfortable question: if the thermodynamics are roughly comparable, why introduce a more expensive way of generating heat?




Because the system is not defined by thermodynamics alone.




There are places where moving electricity is harder than moving heat. Where grid capacity is already constrained, but district heating networks are close and inexpensive to extend. Where the demand is steady, local, and not easily shifted.




There are also cases where the temperature itself matters—where the required heat is above what large heat pumps can easily provide, or where integrating them would place new burdens on the grid at exactly the wrong time.




And then there is siting.




A large reactor assumes space, infrastructure, and acceptance that are not always available. A smaller unit changes that geometry. Not by being better in principle, but by fitting where something larger cannot.




Seen from that angle, the role of SMRs becomes clearer.




They are not a more efficient way to produce heat.




They are a way to place heat where the rest of the system makes other options difficult.




And if electricity is not the constraint—if the need is simply for large amounts of steady, low-cost heat—the logic simplifies further. The turbine ceases to be a necessity and becomes a choice. 




Remove the turbine.

The reactor gets smaller.

The system gets quieter.




Nothing is optimized for electricity anymore. Only for heat.




A machine designed to do one thing, in the place where that thing is needed.




In that sense, heat-only reactors are not a compromise.




They are what remains when you stop designing around electricity and start designing around demand.
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For over 10 years, every breath I take has been delivered by a machine. If it stops, I will die in a couple of minutes unless the nurse connects me to the backup machine. Same thing if a tube pops off. Or a mucus plug blocks my airways. 




3600/24/7. Never let your guard down. Not even when sleeping. 




Yet I sleep well, knowing that the nurse knows what to do if something happens. Practice doesn’t make you perfect, but it builds your confidence, so you don’t need to stress, even when you are well aware of the risk. 




That is safety culture. The machine reminds me of it on every breath I take.

* * *

I am no longer just someone who studies systems. I live inside one.




Many people don’t realize how much effort it takes to communicate by moving my eyes. For over 12 years, this has been my only way to communicate, so I’ve learned to express myself concisely.




Most people are understanding about this. Surprisingly, it’s often the nurses who complain about my “rudeness” for not using my limited daily character quota on small talk. If they spent just one day communicating this way, perhaps they would understand.

* * *

With a background in nuclear safety, I find myself in a strange position due to my breathing paralysis. I am now dependent on the system, with my life at stake with every breath I take.




What frustrates me the most is not the complexity of the situation; it is how close calls are handled. 




“But nothing actually happened, right?” 




That sentence would never be accepted in any serious safety culture. Because nothing happening is often just a matter of luck, timing, or a coincidence of margins that haven’t yet been exhausted.




Near misses are not non-events; they are important signals from the system before damage obscures the mechanism. Dismissing them is training the system to fail.




What I see far too often are:


	Processes that rely on perfect human performance.

	No recovery margin if something is missed.

	Workarounds quietly becoming standard practice.




For instance, going outside for a smoke without considering the possibility of a tube coming loose. From the outside, it may look like nothing happened, but from the inside, it appears to be a failure that got lucky.




Smoking kills. Literally.




In my situation, I only get one bad day. There are no second chances. 




Pointing this out makes me a “nitpicker.” So be it. Safety has always depended on those who refuse to normalize near misses. 




Fatal accidents are rarely sudden; they are close calls that accumulate, are dismissed, and then repeated—until one day, luck runs out.

* * *

I was 38 when I became completely paralyzed. Soon, I will turn 52.




People often say this must have been easier for me since I had always spent time in front of a computer. There is a small truth to that, but only a small one.




What they don’t see is that working with my hands was where I felt most at home. Building, repairing, and shaping something real—whether it was a house, an old machine, or something entirely new—was never secondary. It was the part that mattered most. Can you truly understand a nuclear power plant if you haven’t crawled through its every pipeline?




I’m grateful I got to do all of that, but 38 is far too early for paralysis.




Losing the ability to physically do things cannot be offset by familiarity with screens. It is not a trade-off. There is no balance where one kind of life quietly replaces another.




Nothing softens that blow except for friends who, at times, have been willing to act as my hands. You know who you are. Thank you.

* * *

ALS did not take my life in a single moment; it took it piece by piece. What it took most completely was my freedom to make decisions about my own life.




From the outside, it may seem like I still have choices. There are routines, care plans, people coming and going, and decisions being made. But when your survival depends entirely on others, those decisions are no longer yours. They are filtered, negotiated, or simply made without your input.




At one point, I was physically separated from my wife and child—not as a decision I made or influenced, but as something that happened to me. It is not just about distance; it is the realization that the center of your life can be moved without your consent. The place where your life actually exists is no longer where you are.




From there, the losses become quieter but are just as total. There is no real privacy. Someone is always present, and there has to be, but that does not make it easier. The ability to be alone, to decide who enters your space and when, simply disappears. I don’t even have a real say in who my nurses are, even though they are part of the most intimate aspects of my daily life. You adapt because you have no choice, but adaptation should not be mistaken for acceptance.




There is another layer to this that is rarely voiced. The only thing that seems to matter is the nurses’ happiness. If they are not happy and complain, the system reacts much faster to that than to anything I say. My role shifts to keeping things smooth instead of asserting what I actually want. It becomes a quiet inversion of priorities, where the person whose life this is has the least weight in shaping it.




When something is said about me, corrective actions are taken without even hearing my side. Decisions are made, changes occur, and I am expected to adjust. There is no real process in which I am asked or in which my perspective is treated as necessary before action is taken. In those moments, it is hard not to notice that even prisoners have a clearer right to be heard than I do in my own life.




This is what the loss of freedom looks like: not dramatic, not loud, but persistent and absolute. It is the steady erosion of the ability to shape your own life, replaced by a system that keeps you alive but does not truly belong to you.




That is why the internet matters.




The internet is the last place where I am treated as a person—not as a patient, not as a case, not as a schedule that needs to be managed, but as someone who still has a voice and a will. There, I can decide what to say and how to say it. I can choose when to engage and when to withdraw. I can think something through without interruption or choose silence without it being filled for me.




It may not be complete freedom, but it is real. In a life where so much has been decided for me, a small space where I still make my own decisions is not a luxury; it is what remains.

* * *

In late 2013, a doctor estimated that I’d only have six months to live. It’s fair to say that I went into a denial mode for a few years, literally living one day at a time, spending all my free time searching for ways to slow down the disease. Eventually, progression stopped, and I was able to let go of the survival mode.




This has been quite a ride. If anything, it has taught me that no challenge is overwhelming. You just need to chop it into manageable subtasks and keep the big picture in the background. Beginning from the Great Pyramids of Egypt, the World is full of engineering wonders built by people who did not let themself be overwhelmed by the magnitude of the challenge.




Every major challenge requires a refusal to be overwhelmed.








  
  12

  
  
  On Reactor Design

  
  




In the early years of nuclear power, the danger was immediate and unmistakable: reactivity.




We were still learning how neutrons behave in real machines, not just in equations. Control was coarse, feedbacks were not always as predicted, and margins were sometimes thinner than we understood. Accidents followed that path. Sudden insertions, unexpected couplings, systems that moved faster than the operators—or the physics models—could follow.




The same pattern repeated with fast reactors. They offered elegance and efficiency, but also sharper kinetics and weaker inherent damping. The physics gave less warning. Small misjudgments did not stay small for long.




Then came the Three Mile Island accident. Not a reactivity accident, but something more insidious: loss of cooling, misinterpreted signals, systems working—but not as expected. It did not explode into violence. It unraveled. And that changed us.




For decades after, the industry’s center of gravity shifted.




Thermal-hydraulics, decay heat removal, operator interfaces, human factors, severe accident management—these became the dominant concerns. Reactivity did not disappear, but it became something we believed we understood, something bounded by design and procedure.




We trained ourselves to think in that direction. We built tools, organizations, and instincts around it.




Now, we are entering another period of invention.




New reactor types. New materials. New operating modes. Old ideas revisited with modern tools. The landscape is opening again, and with it comes a familiar risk: not that we will repeat the past exactly, but that we will forget why it unfolded the way it did.




Reactivity accidents did not happen because people were careless. They happened because the systems were new, the feedbacks subtle, and the confidence just slightly ahead of understanding.




That condition is not unique to the 1950s or 1960s. It is the natural state of any new field at the edge of its knowledge.




So the question is not whether we are smarter now. In many ways, we are.




The question is whether we are humble enough.




There are still people who remember what it felt like when the plant did something no one expected. When the instruments told a story that did not quite make sense. When the margin you thought you had turned out to belong to a different assumption.




They are not always the loudest voices. Their lessons are not always written in current standards or models. But they carry something we cannot easily recreate: an intuition for how systems fail before we have named the failure.




As we build again, that may be the most valuable input we have.

* * *

A nuclear plant should be simple enough that a single person can understand it.




Not because one person will ever run it alone, but because understanding does not scale well beyond that.




Once a system grows past what a single mind can hold, it begins to rely on fragments. One team understands the reactor physics. Another the turbine. Another the electrical systems. Each part is sound in isolation. The failure comes in the spaces between them—where assumptions meet, but do not quite align.




Complexity does not just add difficulty. It removes ownership.




If no one can hold the full picture, no one can truly see how a disturbance travels. A valve position here shifts a flow there, changes a temperature somewhere else, nudges reactivity, alters power, feeds back into the grid interface, and returns again through control logic. Each step is small. The chain is not.




On paper, this is managed with procedures, interfaces, and layers of verification. In reality, it becomes a system in which everyone is right locally, and the plant is wrong globally.




A design that one person can understand has a different character.




The connections are visible. The feedback paths are short. Cause and effect remain close enough to be recognized without translation. When something moves, you know where to look next—not because a document tells you, but because the system itself is legible.




This does not mean small, or simplistic in function. It means disciplined.
Few principles. Clear flows. Minimal hidden couplings.




You still have redundancy. You still have defense in depth. But they are arranged so that their interactions can be followed without abstraction.




Because in the end, safety does not live in the number of systems.




It lives in whether someone can look at the plant—really look at it—and understand what it will do next.  

* * *

Reactor design is not about finding the best solution, but about choosing which constraints to accept. There are over 70 years of experience in nuclear operations, and very little in this field is genuinely new. 




Reactor physics has remained unchanged. Thermal hydraulics operates under the same principles as before. Materials behave as they always have. Engineers haven’t necessarily become smarter than in the past. The industry has explored most of the design possibilities—sometimes successfully, and at other times, through challenging lessons.




The only significant advancement is in analysis software. 




Startups often talk about disruption, but nuclear technology is not software.


	You are not the first to consider removing boron.

	You are not the first to simplify systems.

	You are not the first to rely on passive safety.

	Fast reactors were in operation 50 years ago.

	Pebble Bed Modular Reactors (PBMRs) have been reimagined every 20 years.




All of these concepts have been studied, built, and operated, and in some cases, they have failed in ways that only become apparent after many years.




This experience exists and is documented in reports, event analyses, and operating histories, as well as in the minds of those involved. 




Ignoring this experience does not render it irrelevant; it simply means you may repeat the same mistakes.




Startups should approach the nuclear field with humility. This is not to suggest that new ideas are unwelcome, but rather that they are often not as original as they appear. If experience is not taken into account, making meaningful progress can be difficult.




It’s essential to study what has already been attempted.  
Understand why certain approaches succeeded and others failed. 
Learn from both edge cases and successes.




In the nuclear industry, the distinction between “novel” and “known problem” often lies in how far back you are willing to look.

* * *

There is a tendency in reactor design to address every edge case by adding another layer of software.




On paper, this seems reassuring: more automation, more interlocks, more logical pathways. However, in practice, this leads to a safety case that relies on systems so complex that no one can fully verify them. You can test various scenarios, review code, and run simulations, but you cannot exhaustively demonstrate that every path behaves correctly under all conditions.




A reactor is no different from any other engineering system. If you cannot convince yourself that it behaves correctly, you do not truly understand it. And if you do not understand it, you have no business declaring it safe.




One way to avoid this complexity is to keep the reactor within a manageable size and complexity range, allowing for a safety case that is understandable from end to end. This should not be achieved by relying on increasingly complex automation, but by designing a system in which the required protection logic remains simple enough to be reasoned through rather than just tested.




Smaller units can help. They result in fewer coupled effects, more predictable transients, and protection functions that can be made transparent instead of hidden beneath layers of code.




There is also a practical aspect that is often overlooked. Staying roughly within the ~1000 MW range or below keeps reactor pressure vessel procurement within existing industrial capabilities. Forgings, transport, and supply chains remain manageable. You are designing something that can be built repeatedly, not something that requires exceptional one-off solutions.




Ultimately, it’s the same principle as in any calculation or piece of code: if the system is so complex that you cannot be sure there isn’t an error lurking somewhere, adding more layers will not solve the issue. Reducing complexity will.

* * *

Smaller systems are easier to reason about—but they do not carry less consequence.




Small does not automatically imply safe. Remember that only ~2% of the core Cs-137 inventory was released from the damaged Fukushima Daiichi reactors. Even a small reactor contains enough radioactivity to cause comparable emissions if retention arrangements are inadequate. 




Small size does not justify lower defense-in-depth criteria. But it may make it easier to reach them.  

* * *

I never keep both of my breathing machines on the same supply.




Not because I expect the supply to fail, but because when it does, it can take everything connected to it with it.




That instinct carries over.




The grid looks solid when it works. It is large, maintained, and usually stable. It invites you to connect more than you should. Once you do, it ties things together.




The problem is not loss of power. It is a shared disturbance.




When the grid is under stress, it might not fail cleanly. Voltage shifts, frequency drifts, protections act. And those conditions are seen by every connected system simultaneously.




If multiple emergency trains are connected, they all experience the same input. Similar equipment tends to respond similarly. Relays trip together. Drives disconnect together. Control systems lose stability at the same moment.




Nothing has to break. Independence is lost anyway.




So the question becomes how to use the grid without letting it kill your redundancy.




One simple way is to limit exposure: like with my respirators, you could only allow one emergency train on the grid at a time.




Now the behavior changes. A disturbed grid can still affect that one train—it may trip or become unavailable—but it cannot do that to all trains simultaneously. The others remain on their own sources, isolated from the same disturbance.




Failure, if it comes, is contained.




This also keeps the grid’s role honest.




Connecting a train becomes a deliberate choice: you accept the benefit and the risk for that train, and only that train. The rest of the system stays independent. There is no quiet spread of reliance across all trains.




None of this replaces autonomy. Every safety function still has to work without the grid. You must be able to disconnect and continue without hesitation.




The grid is allowed to help.
It is not allowed to be needed.




Nuclear emergency systems deserve the same level of protection as my breathing machines.




Redundancy only protects you if the support lines are not shared.

* * *

House load operation is often presented as a sign of resilience: the plant disconnects from the grid, keeps its own auxiliaries alive, and continues running in an islanded state. On paper, it looks like independence.




In reality, it can become one of the most efficient ways to create common cause failure.




Because everything that normally sits comfortably separated becomes tightly coupled in time:


	The turbine no longer follows the grid—it defines it.

	The generator is no longer a passive supplier—it becomes the only source.

	Frequency control, voltage control, load balance, and reactor power all collapse into a single control problem, with no external inertia to absorb mistakes.




And that is where the commonality creeps in:


	A small disturbance is no longer local.

	A control instability in the turbine governor directly propagates into the generator frequency.

	That frequency drift feeds into pump speeds, protection thresholds, and control logic.

	Voltage excursions affect motor torque, valve actuators, and instrumentation.




What used to be buffered by the grid now feeds back instantly into every electrically dependent system:


	You have not lost redundancy by design.

	You have synchronized it.

	All trains still exist.

	All cables are still separate.

	All breakers are still in place.




But they now depend on the same fragile reference: a single, self-generated electrical island. If that island wobbles, everything wobbles together.




The failure mode is no longer “one train trips.”




It is “everything degrades just enough, at the same time”:


	Protection systems see borderline conditions everywhere.

	Motors slow slightly.

	Flows drift.

	Margins erode in parallel.




Nothing fails cleanly. And that is what makes it dangerous.




Common cause failure is rarely about identical hardware failing identically. It is about shared dependencies failing in ways that look independent—until they are not.




House load creates exactly that condition. It replaces a strong, external stabilizing system with an internal one that must control itself while being affected by its own imperfections.




A grid fault may initiate the event. But from that point on, the plant becomes both the victim and the source of its own disturbances.




That is why house load should not be seen as a safe steady state.




Because once you are there, you have already traded independence for synchronization—and with it, created the perfect environment for common cause failure.

* * *

In a PWR, the main coolant pump is awkwardly placed in the safety story.




It is essential during operation. It is assumed to disappear during accidents. And in between, it carries one of the more fragile boundaries in the entire primary system: the shaft seal.




A reactor coolant pump is a pressure boundary with a rotating hole through it. At ~150 bar and a few hundred degrees, that is not a forgiving interface. The seal is not a single barrier but a staged system—multiple seal faces, controlled leakoff, injection flows, cooling water, and pressure control. Under normal conditions it is stable, almost invisible.




During a power outage, that stability is what disappears first.




The pump coasts down. Seal injection may be lost or degraded. Cooling flows falter. Pressure differentials shift in directions the seal was never meant to see for long. What was a carefully balanced hydraulic system becomes a passive leakage path.




Not a rupture. Something more insidious.




A controlled leak turns into an uncontrolled one. Tens of liters per minute is enough. It does not look dramatic, but it does not stop either. It bypasses the integrity of the primary boundary without ever “failing” it in the traditional sense.




And it arrives exactly when the plant is least prepared to manage it.




In blackout conditions, you are relying on what remains: accumulators, gravity, stored energy, and whatever independence you have managed to preserve. Seal leakage quietly converts a closed system into an open one. Inventory is lost. Pressurizer level drifts. Long-term cooling becomes a race against depletion rather than a question of heat removal.




The uncomfortable part is that this is not a random failure.




All reactor coolant pumps share the same seal concept. The same dependencies. The same vulnerabilities to loss of injection and cooling. When the initiating event is a station blackout, the condition that degrades one seal degrades all of them.




This is how a local weakness becomes a common cause.




You still have multiple pumps. Multiple loops. Multiple trains. On paper, nothing has been lost.




In reality, they are all moving in the same direction.




Designs have responded—seal improvements, passive seal concepts, dedicated seal injection from independent sources, and even the assumption that seals will fail and that the plant must cope. But the underlying lesson remains uncomfortable: 




The shaft seal is the most fragile element in the primary boundary.

* * *

At first glance, it looks like an odd choice. You take a high-pressure, high-temperature primary circuit and route it out of the reactor pressure vessel into large-diameter piping, only to bring it back again. Every meter of pipe is a potential leak area. Every weld is a potential site for a loss-of-coolant accident. Why not keep the steam generators inside the vessel and avoid the exposure altogether?




The answer sits in geometry and pressure.




A pressurized water reactor carries its entire primary system at roughly 150 bar. Under those pressures, vessel diameter is not a gentle variable. It drives wall thickness, forging limits, heat treatment, transport, cost—everything scales sharply. Steam generators require a vast heat transfer area. If you try to place that area inside the vessel, the diameter grows, and with it the structural burden. What looks like a neat elimination of piping becomes a much heavier, more expensive, and eventually impractical pressure boundary.




So the design accepts external steam generators and pays the price in piping, supports, and protection systems. It is not an oversight; it is a trade. The large primary loops are carefully analyzed, restrained, and inspected because they must be.




Change the conditions, and the answer changes.




In low-pressure systems, the penalty for a larger vessel is far smaller. Liquid-metal-cooled fast reactors, or heat-only reactors operating at modest pressures, can place more of the primary system inside a single vessel without the same structural escalation. The “pool-type” arrangement is, in a sense, what the first instinct was aiming at—but it only becomes attractive when pressure stops dominating the design.




Submarines bring a different constraint altogether. There, volume is scarce, and silence is not a preference but a requirement. Shorter primary circuits, fewer large external loops, and compact arrangements reduce both space and acoustic signatures. Internal or tightly integrated steam generation becomes more appealing, even if it complicates other aspects of the design.




What appears at first as a questionable exposure of the primary system is, in fact, a reflection of competing limits. Pressure pushes one way, geometry another, and the final layout is where those pressures come to rest.
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Why is zirconium the material of choice for fuel cladding even though it produces hydrogen in accident conditions?   




Fuel cladding material selection is not a search for the strongest metal, or the most corrosion-resistant one, or the best heat conductor. It is a search for the least impossible compromise.




If we place zirconium, aluminum, stainless steel, beryllium, titanium, and copper side by side, each brings one attractive quality and one fatal flaw.




Zirconium is the usual reference point because its neutron absorption is very low. That matters continuously. Every atom in the cladding sits between fuel and moderator, so a material that absorbs too many neutrons becomes a permanent tax on the core. Zirconium is not exceptional in thermal conductivity, not exceptional in strength, and not exceptional in accident behavior. In steam at high temperature, it oxidizes vigorously and produces hydrogen, which is a serious weakness. But in ordinary light-water reactor service, it offers a rare combination: low parasitic absorption, adequate corrosion resistance, acceptable fabrication, and irradiation behavior that, while far from perfect, remains manageable. It creeps, it grows, it picks up hydrogen, and it loses ductility with burnup, but it does so slowly enough to be engineered around.




Aluminum looks attractive at first glance. It has low neutron absorption and very high thermal conductivity. From a neutronic and heat-transfer standpoint, it seems almost elegant. But it runs out of temperature margin much too early. Its melting point is low, its strength falls rapidly as temperature rises, and its usefulness is therefore confined to relatively low-temperature research reactor conditions. In a power reactor cladding role, where temperatures, pressures, and long irradiation exposure are much harsher, aluminum becomes too soft and too vulnerable. It is a good material in the wrong regime.




Stainless steel makes almost the opposite trade. Mechanically, it is strong. Chemically, it is robust. It resists corrosion well, retains structural integrity better than zirconium at elevated temperature, and is easier to fabricate in many respects. But its neutron absorption is far higher. That means enrichment must increase, breeding worsens, and the reactor pays a permanent reactivity penalty. Steel has been used historically, especially where high-temperature strength mattered, but in a thermal reactor it is an expensive choice in neutronic terms. You gain structural toughness and lose core economy.




Beryllium appears, on paper, almost seductive. Its neutron absorption is extremely low, and its thermal conductivity is high. In a simple comparison table, it can look like an ideal nuclear material. But it is not an ideal structural cladding material. It is brittle, becomes more brittle under irradiation, shows problematic swelling, and presents severe toxicity concerns in fabrication and handling. A material that punishes every machining step and degrades into brittleness in service is not a practical pressure boundary around fuel. What looks elegant in reactor physics becomes troublesome in real engineering.




Titanium occupies another uneasy middle ground. It has excellent corrosion resistance and good mechanical strength, and its melting point is comfortably high. But its neutron absorption is distinctly worse than zirconium, enough to matter in a thermal spectrum. It also has low thermal conductivity, which is unwelcome in a cladding wall whose job is to get heat out, not keep it in. Titanium can look attractive if one thinks first like a corrosion engineer, but less so if one thinks like a core designer. It solves one class of problems by worsening another.




Copper is the clearest example of why one good property is not enough. Its thermal conductivity is outstanding, far better than the others. If cladding were chosen only to move heat, copper would seem ideal. But it absorbs too many neutrons, lacks adequate high-temperature strength for this duty, and is poor in reactor water and steam environments. It is a fine conductor and a poor cladding material. It helps the least important problem and fails the more fundamental ones.




So the comparison is instructive precisely because no material wins cleanly. Aluminium and copper are attractive thermally but too weak or too reactive. Stainless steel is mechanically sound but too absorbing. Beryllium is neutronic gold and structural poison. Titanium is chemically admirable but neutronically and thermally compromised.




Zirconium survives as the standard not because it is beautiful, but because its flaws are, on balance, more tolerable than the others. It is the material that offends the fewest essential requirements at the same time.




That is often the real lesson in nuclear engineering. The best material is rarely the one with the highest score in one column. It is the one that does not break the whole system in another.

* * *

In conventional light-water reactors, the weak link under accident conditions is not the uranium dioxide itself but the system around it—most notably the zirconium alloy cladding. At high temperatures, in steam, zirconium reacts aggressively. It generates heat and hydrogen at precisely the moment when both are least welcome. The fuel remains where it is, but the environment around it becomes progressively less forgiving.




Accident tolerant fuel aims to shift that balance.




The idea is simple, though the execution is not: delay the onset of rapid degradation, reduce the severity of chemical reactions, and preserve geometry long enough for the plant to recover or at least to fail more slowly. Not “prevent accidents,” but stretch time.




Several paths have been pursued.




One keeps the familiar zirconium tube but modifies its surface. Thin ceramic coatings—chromium is the most mature—act as a barrier to oxidation. They do not eliminate the reaction, but they slow it, and they remain adherent long enough to matter. This is the most evolutionary approach: minimal disruption to manufacturing, licensing, and core design.




Another path is to replace the cladding material altogether. Iron-chromium-aluminum alloys form stable oxide layers that resist high-temperature steam far better than zirconium. Silicon carbide composites go further: essentially inert to steam, with very low hydrogen generation. But these gains come with tradeoffs—neutron economy, manufacturability, joining, and a different failure behavior that is less forgiving in some regimes and more so in others.




A third path looks inside the rod. Uranium silicide, for example, offers higher uranium density and better thermal conductivity than UO2. Lower fuel temperature for the same power means more margin before the cladding is challenged. But it brings its own chemistry, swelling behavior, and compatibility questions with cladding and coolant.




None of these options is free. Neutronics shifts subtly—absorption in new materials, different moderation effects. Thermal behavior changes—conductivity, heat capacity, stored energy. Mechanical history evolves—creep, swelling, fission gas release. Licensing becomes an exercise in re-establishing what was once taken as given.




And yet the direction is consistent.




Traditional fuel is optimized for steady operation with margins defined against known transients. Accident tolerant fuel accepts that the unknown is not rare. It trades a little performance, a little familiarity, for a slower clock when conditions deteriorate.




That is its real function. Not to make severe accidents impossible, but to make them less abrupt, less coupled, and more negotiable. In that sense, it is less a material innovation than a shift in philosophy: from resisting failure to shaping how failure unfolds.




It echoes an earlier turn in reactor design, when severe accidents were brought inside the design basis rather than left beyond it.




Accident tolerant fuel does the same at the scale of the rod. It does not assume avoidance. It assumes exposure—and designs for time.

* * *

High burnup is often framed as an economic choice. It is more precise to see it as a choice about what you spend—and when.




In a thermal reactor, irradiation does not simply consume fuel. It transforms it. Plutonium-239 is bred from uranium-238 and contributes to the chain reaction. But with continued exposure, an increasing fraction captures again and becomes plutonium-240 and higher isotopes. At the same time, fission products accumulate as absorbers.




Reactivity per unit mass declines. More neutrons are absorbed without sustaining the chain. Recycling then ceases to be a continuation and becomes a reconstruction—requiring enrichment, blending, or a different spectrum to restore what was diluted.




That is the neutronic side of the trade.




The mechanical side follows alongside.




As burnup increases, fission gas builds up within the fuel and migrates toward the pellet rim. Release into the rod free volume raises internal pressure. The fuel microstructure evolves; the rim becomes porous, thermal conductivity degrades, and local temperatures rise for the same linear power.




The cladding carries its own history: corrosion, hydrogen pickup, irradiation creep. Over time, it becomes less ductile, more sensitive to strain and temperature transients. These are not defects. They are the normal end state of extended irradiation.




Individually, each effect is understood and bounded.
Together, they define how the fuel responds when conditions change quickly.




A rapid reactivity insertion is no longer acting on fresh material.
A cooling transient is no longer acting on fuel with low stored energy and low internal pressure.




The margins are still there—but they are tighter, and more of them are already committed.




Safety analysis does include penalties, uncertainties, and degraded states. The challenge is that high burnup compresses multiple degradations into the same space. Effects that are treated separately in analysis arrive together in reality.




Against this, a CANDU reactor makes a different choice. With natural or slightly enriched uranium and on-power refueling, it discharges fuel at lower burnup. The plutonium has formed, but has not been extensively converted further. The fissile fraction remains higher; the buildup of even isotopes and long-lived absorbers is more limited.




The fuel itself is also younger in a mechanical sense: less fission gas release, lower rod pressure, better cladding ductility, and less microstructural degradation. The inventory per bundle is smaller, and the decay heat load during storage is lower.




The cost is clear—more fuel throughput, more handling, more system complexity.

The benefit is equally clear—more of the original reactivity and more of the original material margin are preserved in the discharged fuel.




High burnup maximizes energy extraction for single use.




Lower burnup means more fuel is consumed per GWh, but it preserves Pu quality, keeping the option to reuse it while limiting mechanical challenges.




It is not just a different fuel cycle choice. It is a different choice about how much degradation you accept before discharge.
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Passive systems are easy to believe in. 
Harder to test.




The usual argument is appealing in its simplicity: no pumps to fail, no control systems to misbehave, no external power required—just physics doing what physics does.




But physics does not come with a test button.




You cannot meaningfully test a passive safety system without recreating the very conditions it is designed for: large temperature differences, system-wide density gradients, two-phase flow, and long, uninterrupted flow paths that fully develop only under real stress.




So in practice, we test pieces:


	A valve is opened and confirmed to respond.

	A tank is drained and behaves as expected.

	A heat exchanger performs well under nominal conditions.

	Each component does exactly what it should.




But the system is not the components.




What ultimately matters is whether the driving forces will establish themselves at the right moment, in the right sequence, and then persist long enough to carry the system through, and that is where most of the uncertainty resides.




This is where full-scale testing changes the picture.




A real-size mockup removes the need for interpretation, because the geometry is no longer an approximation, the elevations are no longer scaled, and the pressure losses are no longer estimated but simply present as they will be in reality.




At that point, the system either establishes itself—or it does not.




More importantly, it begins to reveal aspects of behavior that no model or scaled experiment can fully anticipate, such as small trapped volumes that interrupt flow, non-condensable gases that quietly degrade performance, or routing choices that appear sound in drawings but fail to support the intended circulation when everything is coupled together.




These are not dramatic failures; they are subtle shifts in margins, the kind that accumulate quietly until the system has no margin left.




And yet, this is also the strength of it.




Full-scale testing is not only about uncovering weaknesses, though it inevitably does that. It is about replacing assumptions with observations, and replacing confidence derived from models with confidence grounded in physical behavior.




When a passive system demonstrates, at full scale, that it can establish and sustain the flows it depends on under conditions close to those for which it was designed, something important changes: the discussion shifts from what we believe should happen to what we have actually seen happen.




That is a much firmer place to stand.




Passive systems remove dependencies on power, control logic, and operator action, which is exactly why they are so valuable when everything else begins to fall away.




But when they are taken seriously—designed with care, tested at full scale, and understood in terms of their real margins—they offer something just as important: 




Not simplicity, but trust.

* * *

Emergency core cooling sits in an awkward place in reactor design. It is indispensable on paper, yet in a sound plant, it should almost never be used. If it becomes something you expect to rely on, the problem is no longer “emergency cooling.” The problem is that the plant has drifted too far before anyone intervenes.




The way out is not to argue whether systems are good or bad, but to be strict about where they belong.




Anticipated operational occurrences belong to the realm of control. They are part of the plant’s normal life—transients, disturbances, things that happen often enough that you design to ride through them. In that space, active systems are not only acceptable but also the right tool. If needed, even high-pressure injection can be part of that envelope. All of this relies on power, logic, and a plant that is still fundamentally intact—and that is exactly the assumption you are allowed to make during an AOO.




Handled properly, AOOs never get close to “emergency.” They are corrected early, while the plant is still a functioning machine. If an AOO ever progresses to the point where you must rely on emergency core cooling, then the boundary between operation and accident has already been misplaced.




Design basis accidents are a different category entirely. Here, assume the machine is no longer fully available to you. Power may be lost, signals may be wrong, components may fail. This is not the place to depend on systems that must do the right thing at the right time. It is the place to depend on physics.




That is where passive systems belong. Accumulators, gravity flooding, elevated inventories—these do not wait for instructions. They are pre-positioned sources of mass and head that respond directly to the plant’s state. When pressure drops, the accumulator injects. When levels fall, gravity restores them. There is no start signal to miss, no diesel to start, no control chain to remain intact. Their reliability stems precisely from not needing the plant to function to provide protection.




This way, the division becomes clean. Active systems carry the plant through what it should routinely endure. Passive systems carry it through what it must survive when routine assumptions no longer hold.




Once you accept that split, another conclusion follows almost uncomfortably. Building large, complex active emergency cooling systems for accident conditions begins to look misplaced. You are investing in machinery that must succeed under the worst possible circumstances, instead of arranging the plant so that, in those circumstances, it no longer depends on machinery at all.




That does not mean active systems disappear. It means they are kept where they belong—upstream, in the operational domain—while the accident domain is anchored in something far simpler and far harder to defeat: stored water, elevation, pressure, and the fact that these do not forget to act when everything else has already gone wrong.

* * *

Passive systems are often discussed in terms of elegance or inherent safety, but when they are used with discipline, their advantages are much more concrete.




First, they reduce the number of components that must be classified, qualified, and maintained as safety-grade. Every active safety function entails motors, drives, cabling, protections, and periodic testing.




These are not just technical elements but cost drivers—design effort, procurement constraints, documentation, inspection, and lifetime maintenance all scale with component count. A well-designed passive function replaces much of that with geometry, elevation, stored energy, and material properties. What remains to be classified is smaller in scope and, more importantly, less failure-prone by construction.




Second, passive systems can decouple accident management from the plant’s AC distribution. In many conventional designs, the accident management level inherits dependencies from lower levels: pumps require power, valves require actuation, and instrumentation depends on energized buses. On paper, the levels appear independent; in reality, they are tied together via a common electrical backbone. Passive systems—gravity-driven injection, natural circulation, pressure-driven flows—remove or at least weaken that link. They allow key safety functions to persist even when the electrical system is degraded or behaving abnormally.




This matters because the traditional assumption about AC failure is too narrow. It is often treated as a clean loss of source, a binary event that triggers well-defined transfers to emergency power. In practice, the grid can fail in more ambiguous ways: undervoltage, frequency drift, unstable recovery, or partial availability that keeps equipment connected but not reliably operable. These are precisely the conditions where multiple levels of defense can be eroded simultaneously, not by being unavailable, but by being subtly and sequentially disabled.




Passive systems, when properly dimensioned and integrated, do not eliminate the need for active systems. But they change the structure of dependence. They remove hidden couplings, reduce the surface area of failure, and ensure that at least some safety functions remain anchored in physics rather than in the behavior of the grid.

* * *

Most “passive” reactors are not truly passive.




When you examine how shutdown is actually achieved, you quickly realize that these systems often rely on components that must actively respond when something goes wrong.




We typically associate passive safety with the removal of decay heat—natural circulation, gravity-driven injection, and large thermal margins that provide time and stability. These characteristics are genuine advantages and, in many cases, robust design features.




However, shutting down the chain reaction is fundamentally different.




Reactivity must be driven negative, and in most designs, this process depends on systems that must actuate in a defined and reliable manner. This may involve control rods inserting into the core, drives releasing under specific conditions, signals propagating through protection systems, or mechanical components functioning precisely as intended at the moment they are needed.




Even when a design is marketed as passive, the shutdown function is more accurately described as “fail-safe active” because something must still move, release, or trigger.




Some transients may be stabilized solely by physical laws.




Strong negative temperature coefficients—both Doppler and moderator feedback—can, under certain conditions, cause the reactor to become subcritical without immediate intervention. As the temperature rises, it introduces negative reactivity that counteracts the increase in power.




However, this stabilization only works within a limited scope, at a specific rate, and under circumstances where the feedback remains robust, sufficiently rapid, and spatially stable. This is typically not something you can assume will hold across all initiating events and initial states. Temperature feedback is a delayed response, not a shutdown system.




There are designs that aim to go further.




The SECURE reactor, for example, explored passive boron ingress, which involves introducing a neutron absorber into the core in response to the transient itself. This method does not rely on trip signals or fast mechanical actuation, thereby aligning the shutdown function more closely with the underlying physics of the event.




That represents a fundamentally different approach, one that gets us closer to what a truly passive shutdown could look like.




Nevertheless, the requirement remains unchanged: shutdown must be ensured, not merely hoped for.




If your safety case relies on the notion that “some transients may,” then by definition, you still need a system that functions in all circumstances.

* * *

ASEA-ATOM had something rare in the Oskarshamn 1 isolation condenser: a system that did not negotiate with the rest of the plant. It did not care about busbars, sequencers, or the quiet assumptions buried in electrical diagrams. Steam rose, heat moved, valves aligned, and decay power found a path out. It was not elegant in the modern sense, but it was honest. It failed in ways you could reason about.




And then it was set aside.




The shift to fully electric safety systems was presented as progress—more controllable, more testable, more “engineered.” On paper, it tightened everything. In reality, it tied core cooling ever more tightly to the same infrastructure that disturbances tend to take down first. The dependence was no longer incidental; it was designed in.




What troubles me is not that active systems were developed—they have their place—but that they replaced, rather than complemented, something fundamentally independent. The isolation condenser was not just another component. It was a different philosophy: one that assumed the plant might lose its coordination, its power, even its operators, and still needed a way to shed heat.




After Oskarshamn 1, that philosophy was diluted. Independence became a diagrammatic property instead of a physical one. And once you accept that, you start believing that a loss of AC is a clean, well-behaved event—a simple transfer of sources—rather than the messy, degrading reality it often is.




We know how that story tends to end.
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Passive systems may seem deceptively simple at first glance. They can be constructed using well-understood physical effects—such as gravity, natural circulation, stored energy, and phase change—without the complex controls and dependencies of active components. This makes them easier to build. However, determining how they should be built is a more challenging task.




In active systems, uncertainties can often be managed later on. Pump curves can be adjusted, control logic refined, and setpoints tuned. When actual performance deviates from expectations, there are typically controls available to address the situation. On the other hand, passive systems do not offer this flexibility. Their behavior is predetermined by the geometry, elevation differences, flow paths, heat transfer surfaces, and material properties. Once they are constructed, they will perform exactly as designed—no more, no less.




This dynamic places the entire responsibility on the design phase. In passive design, you are not selecting components—you are committing to a physical response. Minor errors in assumptions—about two-phase flow stability, condensation rates, or thermal stratification—can lead to significant issues. These errors propagate through the system because there is no corrective mechanism during operation.




Computational advancements have significantly altered how we approach design. For many years, passive system design relied on conservative correlations, simplified geometries, and considerable safety margins to account for uncertainties. While this approach is effective, it often results in oversized, more expensive hardware. Only recently has it become feasible to explore the design space with sufficient precision—including coupled neutronics, thermal hydraulics, and system interactions—to actually optimize a passive concept rather than merely constrain it.




This shift leads to a new economic perspective. For passive designs, investing heavily in analysis, modeling, and iteration before construction makes sense. Each hour spent resolving uncertainties through simulation can reduce material usage or eliminate entire subsystems later in the process. In essence, spending more on design leads to spending less on manufacturing.




This approach works particularly well for small modular reactors. If you plan to construct the same unit multiple times, the initial design effort is distributed across the entire fleet. The first unit incurs the intellectual cost, while subsequent units benefit from that investment. Repetition favors precision.




In contrast, for large, one-off projects, the balance becomes less favorable. The design effort cannot be shared, and there is greater pressure to move forward despite an incomplete understanding. In such scenarios, the industry tends to revert to familiar strategies involving active systems, margins, and procedural control because they provide a means to address the inevitable imperfections that arise in first-of-a-kind designs.




Passive systems eliminate that safety net. They require the designer, rather than the operator, to ensure accuracy from the outset.

* * *

Natural circulation has a quiet virtue that rarely gets the attention it deserves: it refuses to move faster than physics allows.




In a forced-flow system, the mass flow is an actuator output. A pump trip, a breaker reclose, a control signal spike—these translate almost directly into step changes in flow. The fluid has little say in the matter. Inertia and compressibility smooth things a bit, but the dominant behavior is still imposed from the outside. That is why fast flow transients exist at all: the system is being driven.




Natural circulation is not driven. It is established.




The flow results from a balance between buoyancy head and frictional losses. Buoyancy itself is not a command variable; it is an integral effect of temperature differences over height. To change it, you must first change temperatures, which means adding or removing heat, which takes time. The loop cannot “jump” to a new flow rate because the density field cannot jump. It must be rebuilt.




The driving head is distributed and self-referencing. Every power level corresponds to a certain mass flow toward which the system drives. It pushes back against rapid deviations. There is no external actuator to force the transient through.




The dominant time constants are thermal, not mechanical. You are limited by heat capacity, heat transfer coefficients, and geometry—not by motor torque or control logic. These are slow variables. Even during aggressive power transients, the flow response is filtered by the gradual reshaping of the temperature profile along the loop.




The result is a built-in low-pass filter. High-frequency disturbances—those fast, sharp flow excursions that matter for mechanical loads, CHF margin excursions, or instrumentation noise—simply do not propagate. They are absorbed in re-establishing the buoyancy field.




This does not make natural circulation “stable”. It can oscillate, sometimes violently, when the coupling between heat transfer and density becomes unfavorable. But even those instabilities are bounded by the same physics: they evolve on thermal timescales and cannot produce the kind of abrupt, externally imposed flow spikes that pumps can.




The absence of fast flow transients is not a fortunate side effect. It is the defining feature of a system that has no lever to pull—only a balance to maintain.
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People often discuss the costs of nuclear energy in terms of financing, regulation, or the challenges of “first-of-a-kind” designs. However, a significant part of these costs is simply due to the physical aspects of the designs.




Let’s compare a Pressurized Water Reactor (PWR) and a Boiling Water Reactor (BWR) by examining what is actually constructed.




A PWR incorporates an additional thermodynamic layer, which includes:


	Steam generators (multiple large pressure vessels)

	A pressurizer with its own systems

	High-head primary pumps

	Extensive high-pressure piping







All of these components are housed within a large containment structure designed to hold the full primary inventory under pressure.







This results in more components, more interfaces, more supports, and requires more concrete.




In contrast, a BWR simplifies this process:


	Water boils directly in the reactor vessel.

	Steam is sent directly to the turbine.

	It does not use steam generators.

	There is no pressurizer.

	There is no separate primary loop.

	Additionally, BWRs utilize a pressure suppression containment instead of a large dry containment structure.




As a result, a BWR comprises fewer major components, shorter piping runs, and requires less material overall.




At some point, costs are not abstract; they are a direct result of complexity.




Of course, there are historical and regulatory reasons why PWRs are more prevalent. But the primary consideration is what actually needs to be built.




When you analyze this, it becomes challenging to understand how adding an entire extra thermodynamic boundary can improve competitiveness.

* * *

Boiling water reactors were not meant to sit still. They were designed to move.




In a BWR, power control is not something layered on top of the plant. It is built into the core physics.




Generator power is set by adjusting the recirculation pump speed. Increasing the MCP rpm increases the core flow. Higher flow suppresses voids in the fuel channels. With a negative void coefficient, reactivity increases and reactor power increases. Reduce the flow, and the opposite happens.




more rpm → more flow → less void → more reactivity → more power




At the same time, the turbine control system has a much simpler role: keep reactor pressure constant. Steam is taken at saturation, so pressure effectively defines temperature. Hold pressure steady, and the plant’s thermodynamic state stays steady.




So you end up with a clean separation:


	recirculation flow controls power

	turbine controls maintain pressure




No need to “tell” the reactor what to do. It follows through its own feedbacks.




This is why BWRs were originally seen as ideal for load following. Power moves with core hydraulics, while pressure—and thus temperature—remains essentially unchanged.




A design where the physics does the work is often the one that ages the best. 

* * *

One detail in the ASEA-ATOM Boiling Water Reactors (BWRs) is easy to overlook.




Even after transitioning to internal recirculation pumps, the reactor pressure vessel remains relatively high within the building. At first glance, this seems incongruous.




The answer lies in how the transition was made.




In earlier BWR designs that used external recirculation, a large loop break led to very high blowdown rates. This drove the need for a large suppression pool extending beneath the reactor, thereby increasing the available volume.




With the introduction of internal pumps, the external loop break disappears, along with the necessity for the same level of suppression capacity. The design does adapt:


	The wetwell size is reduced.

	The space beneath the reactor converts into part of the drywell.




So far, this makes sense.




However, the redesign stops short of a full architectural reset, and the reactor pressure vessel remains relatively high. At the time, this may have appeared to be a legacy issue. Later, it transforms into an asset.




When severe accident management strategies are implemented, the tall lower drywell becomes beneficial. It allows for deeper flooding beneath the vessel during the progression of a core melt.




And depth is crucial.




Deeper water provides a more effective buffer, moderates interactions, and reduces the risk of energetic steam explosions compared to shallow flooding.




What began as an incomplete optimization ultimately evolves into a form of resilience. Not because it was originally intended that way, but because the geometry permits it.




This serves as a valuable reminder: in complex systems, not every advantageous feature is deliberate, and not every legacy constraint is a flaw.




Sometimes, what you did not optimize away is what you end up needing later.
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In low-pressure reactors, I would argue that long reaction times are even more important than passive safety features for one concrete reason: 




No Rapid Flashing During a Loss of Coolant Accident (LOCA)




In high-pressure systems, a large break can cause immediate flashing. This means that liquid coolant turns into steam, leading to a drop in density, the expulsion of inventory, and everything accelerating rapidly. 




In contrast, low-pressure systems - in particular, those with no large-diameter piping - avoid this mechanism. The coolant largely remains in a liquid state. Flashing is weaker and does not drive rapid inventory loss. As a result, flow remains predictable. The event resembles a controlled steam release rather than a flashing-driven blowdown.




This is where the advantage of time comes into play:

Slower depressurization

Slower decrease in coolant level

Stable heat transfer




This allows for ample time to execute manual actions—not just seconds or minutes, but potentially hours, even in the worst-case scenarios.




You are not trying to chase voids through the core; instead, you are managing a system that remains understandable and stable.




Passive systems help you respond. Low pressure gives you time to respond.




Once flashing begins, you have already lost critical time. In reactor safety, time is the one resource that cannot be retrofitted later.

* * *

With heat-only reactors, low pressure makes things much easier.




But I’d argue that low temperature is what makes the fundamental difference. It enables solutions that simply are not possible at 300 °C.

* * *

Water reactors struggle with CHP not because the idea is flawed, but because the temperature ceiling is. You are locked near saturation, and every extra megawatt of heat you extract shows up directly as lost electrical efficiency. You end up competing against heat pumps—and losing.




Gas-cooled reactors change that framing.




With helium or CO₂ as the coolant, you are no longer tied to saturation thermodynamics. Core outlet temperatures in the 700–900 °C range are not theoretical—they are the design intent. That does two things at once. It lifts the electrical side: a closed Brayton cycle can reach efficiencies that water plants simply cannot approach. And it turns “waste heat” into a resource that is actually valuable at the district scale—high-grade heat that can be cascaded down through industrial use, district heating, and finally low-temperature sinks.




If the gas turbine loop works, CHP ceases to be a compromise. You are not bleeding efficiency to get heat; you are staging exergy. Electricity at the top, usable heat below, with far less penalty per extracted megawatt.




There is also a structural benefit. A direct Brayton cycle removes the steam system entirely—no secondary loop, no moisture separation, no turbine blade erosion from wet steam.




But the idea has been around for decades, and the reasons it has not displaced water reactors are not mysterious.




AGR experience (CO₂, graphite moderated):   

High temperatures pushed materials hard. Fuel cladding, graphite behavior, and boiler tubes all lived close to their limits. Stainless steel cladding ruined fuel economy.

The steam generators became the weak link—large, complex, and difficult to inspect and repair once degradation set in.

Maintenance in a hot, CO₂ environment is not forgiving. Access is limited, outages stretch, and fixes are rarely simple.




PBMR / high-temperature helium concepts:

Fuel is elegant (TRISO), but manufacturing at scale with consistent quality is non-trivial and expensive.

Helium is a difficult working fluid: low density means large compressors, tight sealing requirements, and real sensitivity to leakage.

The gas turbine itself is the crux. Running high-speed turbomachinery in a radioactive, high-temperature helium environment without a forgiving secondary loop remains an unresolved integration challenge.




Reactivity control and temperature feedback are favorable, but transients in a tightly coupled Brayton cycle require careful system-level design.




Economics never closed: capital cost, first-of-a-kind risk, and financing killed momentum more than physics did.




The promise is real. Gas-cooled reactors can, in principle, make CHP what it was always meant to be: not a trade-off, but a hierarchy of energy uses from one high-temperature source.




But equally real are the constraints that have kept them from displacing water reactors.
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A control rod drive mechanism is best understood not as a quiet penetration in a pressure boundary, but as a loaded spring.




Pressure acts over area. Threads, seals, latches—each carries part of it. As long as everything holds, nothing moves.




But it is not calm.




If one element gives way, the load does not fade. It shifts. And when it shifts, it launches. What looked static reveals itself as stored energy waiting for a path.




At Davis-Besse Nuclear Power Station, that path almost appeared. Boric acid leakage consumed the vessel head, leaving only a thin stainless cladding—never meant to withstand pressure. Yet it did, for a time.




The spring was still loaded. The structure was already gone. No clear signal marked that transition.




A BWR does not rely on that boundary alone.




Some rods carry most of the reactivity control. Lose one, and the change is immediate and large. So position is not assumed—it is enforced.




Restraint bars capture the CRDM housing and transfer the load into the external structure. Even if the internal mechanism degrades, the assembly cannot move far enough to make a difference.




Not intact—just bounded. Because the consequence is not a manageable transient like in a PWR.




Remove boron from a PWR, and the same physics appears.
Reactivity becomes discrete. Some rods become essential. Losing one is no longer softened—it is sharp and large.




So the philosophy must follow.




A boron-free PWR needs BWR-level rigor: not trusting the boundary, not relying on probability, but physically constraining rod position under all credible conditions.

* * *

Boron-free pressurized water reactors (PWRs) differ significantly from traditional PWRs, more than many are willing to admit. They resemble boiling water reactors (BWRs) in one crucial aspect: reactivity control relies heavily on control rods.




In a conventional PWR, soluble boron is the primary method for long-term reactivity control, while control rods serve as a secondary tool during normal operation. However, when boron is removed, this dynamic changes entirely. The reliance shifts to control rods, similar to the BWR model. This transition comes with hard-earned lessons established over decades.




BWRs have learned to design, operate, and protect systems in which control rods are not just supplemental but essential. Key considerations include strong worth, high sensitivity, and continuous interaction with power distribution—all of which are crucial.




This has several consequences:


	Power shaping ties directly to control. You are not merely controlling reactivity; you are continuously shaping the core power distribution.

	Local power excursions become more pronounced. Without the spatial smoothing effect of soluble boron, power peaking responds more sharply to rod movements, tightening local thermal margins at critical locations.

	Deep insertion introduces new risks. When rods are deeply inserted, the reactivity worth of an individual rod increases, so rod ejection must be eliminated by design rather than treated as a mitigated event.

	Shutdown margin must be reevaluated. Without dissolved boron as a safety net, control rod configuration and diversity become central, placing greater weight on mechanical reliability.




Experience from BWRs shows that these challenges can be managed, but the process is not forgiving. 




Eliminating boron does not simplify matters; rather, it introduces a greater complexity that must be understood from the outset, not once the design is already established.

* * *

In a boron-free PWR, the control rods stop being a trimming device and become the reactivity system. That changes their character entirely.




With soluble boron, the rods in a conventional PWR mostly shape the power distribution and handle short-term maneuvers. Their worth is intentionally diluted by the chemistry. Remove the boron, and that buffering disappears. The rods must now carry the full excess reactivity over the cycle. Inevitably, they become strong—locally very strong.




That is where the parallel to BWR control rods emerges.




In a BWR, high rod worth is a given. It is managed through geometry, sequencing, and strict rules on which rods may move, when, and by how much. Patterns are designed to avoid local flux distortions, power spikes, and thermal margin erosion. The operator is not “driving rods” so much as following a choreography that keeps the core in a permissible state at every step.




A boron-free PWR demands the same discipline.




Strong rods introduce steep spatial gradients in reactivity. A single rod movement can produce a localized power tilt that propagates through feedbacks—moderator temperature, Doppler, and flow redistribution—before settling. If several rods move without coordination, the core can briefly visit states that were never intended by design: peaking factors rise, margins compress, and the apparent smoothness of global parameters hides local stress.




The traditional PWR intuition—slow, forgiving, chemically damped—no longer applies. The system becomes more discrete, more positional. You are no longer adjusting a background field; you are placing absorbers into a finely balanced neutron economy.




This has several consequences:


	Rod patterns become a safety function. Not just an operational convenience, but part of maintaining acceptable power distributions and margins.

	Movement rules must be tighter. Grouping, sequencing, and insertion limits need the same rigor seen in BWR operating procedures.

	Monitoring must be more local. Core averages are insufficient; axial and radial distributions must be tracked with higher fidelity and trust.

	Design must tolerate misuse. The core should be tolerant to plausible mis-sequencing, or at least fail in a predictable and bounded way.




There is also a subtler point. Strong rods couple neutronics and thermal-hydraulics more tightly in space. A local insertion changes not only power but also temperature, density, and hence reactivity feedback in that region. The loop closes quickly and locally. Stability is still there, but it is less forgiving of coarse actions.




None of this is an argument against boron-free operation. On the contrary, it removes a system that quietly violates independence and introduces its own failure modes. But what you gain in system simplicity, you pay back in core management.




A boron-free PWR is not a “simplified PWR.” In how it must be operated and respected, it is much closer to a BWR than many are willing to admit.
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CANDU is, in many ways, an unusually well-aligned reactor concept—not because it is minimal or superficially elegant, but because it aligns naturally with the underlying physics and avoids imposing constraints that other reactor types must navigate.




The use of heavy water as a moderator offers an exceptionally strong neutron economy, and this single choice drives many of the reactor’s advantages. It allows operation on natural uranium, and even when enrichment is used, very low levels of enrichment are sufficient, far below what light water reactors require. This relaxation of fuel supply constraints reduces dependence on enrichment infrastructure and enhances flexibility in terms of fuel cycle options.




The significant neutron margin means that the reactor is not restricted to a single optimized fuel form. Slightly enriched uranium can be used to improve burnup, recovered uranium can be recycled effectively, and thorium-based approaches can be implemented without necessitating a fundamentally different reactor design. The CANDU system accommodates these variations within the same framework.




The pressure tube configuration is another defining feature of CANDU, representing a strategic choice rather than just a mechanical one. By separating the moderator from the coolant, CANDU decouples functions that are tightly linked in pressure vessel reactors. The moderator remains at low temperature and low pressure, providing a large, stable thermal mass, while the coolant operates under pressure only within the fuel channels where heat removal is required.




This separation introduces structural and thermal resilience. The moderator acts as a passive heat sink, the system is distributed rather than centralized, and there is no single massive pressure boundary whose failure would dominate the design basis. Transients that would tightly couple neutronics and thermal hydraulics in a single-vessel reactor are softened by this layout.




Online refueling directly results from this geometry. With pressure tubes and small fuel bundles, fuel can be inserted and removed during operation, avoiding shutdowns tied to fuel management. This approach also eliminates large excess reactivity swings associated with batch refueling. As a result, reactivity control becomes continuous, and power distribution across the core can be managed more smoothly.




Even the commonly cited drawbacks represent conscious trade-offs rather than unresolved weaknesses. While heavy water is expensive, its cost is increasingly contextual. Its production is energy-intensive rather than resource-constrained, and with abundant low-cost electricity—such as excess wind generation—it becomes much less of a barrier.




The positive void coefficient observed in some configurations is similarly a well-understood characteristic that is explicitly addressed through design choices and operating strategies.




CANDU does not rely on clever features layered on top of one another. Its strengths stem from selecting a favorable physical regime and building a reactor that works harmoniously within that context.

* * *

Heavy water is a better moderator than light water for reasons that go beyond its very low parasitic neutron absorption. Paradoxically, one of its key advantages is that it moderates less per unit volume.




Light water is such an efficient slowing medium that, in a thermal reactor, it often forces a compromise. Neutronics tends to favor a tighter lattice with less moderator in the fuel region, while thermal-hydraulics would benefit from more water—more flow area, more inventory, and greater margin for heat removal. Heavy water softens that conflict. Because each unit volume moderates less strongly, you can afford to place more water in the core without overmoderating. The lattice can be opened, the coolant fraction increased, and the geometry made more forgiving while still maintaining good neutron economy.




So the advantage is not only that fewer neutrons are absorbed, but that the designer is no longer forced to minimize water where it is most useful for heat transfer.




This becomes particularly relevant after the shutdown. Decay heat persists while active systems may be degraded or unavailable. At that point, the design is judged by how effectively it removes heat with whatever remains—inventory, geometry, and natural circulation. A core that is allowed to be wetter from the outset simply has more physical capacity to carry heat away. More water in the right places means more thermal inertia, more flow paths, and more tolerance to off-normal conditions without relying on precise control.




The usual shorthand—“heavy water has better neutron economy”—captures only part of this. It also enables a core layout in which thermal considerations are not as tightly constrained by neutronics.




The traditional drawback is size. If both the moderator and the coolant are heavy water in a single pressure vessel, the vessel becomes large. Ågesta nuclear power plant illustrates this: a relatively small unit at about 65 MW thermal (roughly 10–12 MW electric), yet already requiring a vessel on the order of 4.7 m in diameter and about 5.6 m in internal height. That scaling becomes increasingly unfavorable at higher powers.




The pressure-tube approach avoids this. The moderator sits in a low-pressure calandria, while the coolant flows in separate pressure tubes. The moderator can remain heavy water to preserve neutron economy, while the coolant in the tubes can even be light water to reduce heavy-water inventory and losses. The functions separate cleanly: heavy water provides the neutron environment, and the tube coolant handles heat removal.




In that sense, heavy water is not just a more “transparent” moderator. It allows a fundamentally different compromise—one in which adding water to improve heat removal is no longer in tension with neutronics.

* * *

Comparing RBMK and CANDU reactors involves more than just reactivity; it also concerns what happens after shutdown when decay heat must still be managed. Neutron physics plays a crucial role in this thermal behavior.




In CANDU reactors, heavy water has a long neutron mean-free path, requiring a large moderator volume. This feature significantly benefits CANDU’s design: a spacious, cool, heavy-water moderator surrounds the fuel channels.




The calandria is not merely a requirement for neutronics; it serves as an essential heat sink. Even without forced coolant flow, heat can transfer from the fuel to the pressure tube and then into the moderator. This heat can further dissipate into surrounding structures,  providing a significant passive heat sink and delaying the need for active cooling.




Conversely, the RBMK reactor has a different approach. Although graphite moderation also necessitates a large volume, the moderator is solid and hot, making it an ineffective heat sink. Consequently, cooling in an RBMK reactor is closely linked to the fuel channels and relies on forced circulation. There is no equivalent thermal reservoir efficiently coupled to the fuel.




Therefore, when cooling flow is lost, the RBMK design relies on its stored heat capacity, whereas the CANDU design relies on established heat transfer pathways. 




Both reactor types feature pressure tubes surrounded by a large moderator, but they lead to vastly different outcomes.




In reactor design, the implications of physics extend beyond simply neutronic considerations; they significantly influence thermal behavior when it is most critical.
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For once, we were early.




In the 1950s and 60s, growth looked exponential. If nuclear kept displacing coal at that pace, the arithmetic turned quickly: once-through fuel cycles would begin to look wasteful, uranium would tighten, and breeding would stop being an elegant theory and become a necessity. In that light, fast reactors were not speculative—they were prudent. Close the fuel cycle, stretch resources, and make fissile material as you consume it.




But the program’s premise shifted beneath it. After the Three Mile Island accident, growth did not continue on that trajectory. Demand softened, costs rose, licensing thickened. Uranium, meanwhile, proved neither scarce nor expensive on the timescale assumed. The urgency that justified complexity evaporated.




What remained was the complexity itself.




Sodium coolant behaves impeccably in a reactor core and inconveniently everywhere else. It offers low pressure and excellent heat transfer, but also chemical reactivity, opaque coolant, and instrumentation that demands a different kind of trust. Fuel cycles require reprocessing at scale, with all the technical and political weight that entails. These are not insurmountable problems. They are problems that require a stable, patient industrial ecosystem—and we were still building that ecosystem for light water reactors at the same time.




We tried to industrialize the most demanding variant before the base technology had settled into something routine.




And yet, there is a counterfactual worth taking seriously. The 1950s and 60s were unusually permissive years for engineering exploration. Facilities were built, modified, and sometimes dismantled with a speed that would be unthinkable later. When things failed, they failed in a landscape that could still absorb failure as a learning experience. Sodium leaks, fuel swelling, reactivity feedback surprises—these became data, not just headlines. Much of what is now treated as “known difficulty” was made visible then.




In that sense, the timing was not only premature but also opportune.




We learned the hard lessons when the cost of learning was, in relative terms, lower and the institutional appetite for iteration was higher. By the time expectations hardened—of reliability, of economics, of public acceptance—the rough edges of fast systems were already mapped.




Seen this way, the story is less about a wrong turn than about misaligned clocks. The physics pointed one way, the projected fuel market another, and the regulatory and industrial capacity a third. We acted on the fastest clock—the projected growth—and paid for it when that clock slowed.




Fast reactors did not fail because the idea was unsound. They arrived at an expectation that no longer existed. The work done in that earlier moment still sits there, waiting for conditions we once thought we had.
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People often wonder what matters most in the aftermath of a nuclear release, especially once the immediate crisis has stabilized and focus shifts from the event itself to its long-term consequences.




From this broader perspective, one nuclide stands out as the key player: Cesium-137.




This isn’t because it is the most dangerous radioactive substance per atom, but because it possesses several properties that make its impact persistent, widespread, and hard to manage.




Half-life is important; Cs-137 has a half-life of about 30 years. This duration is long enough for it to persist across generations, yet short enough that its radioactivity remains significant over decades rather than quickly fading into obscurity.




Chemistry also plays a crucial role. Cesium behaves similarly to potassium, meaning it is readily absorbed by plants and then transferred to animals, allowing it to move through entire food chains with minimal resistance or natural exclusion. Once deposited, it does not remain in place but continues to circulate through ecosystems, particularly in forested and agricultural areas.




Transport is another critical factor. Cesium is relatively volatile under high-temperature conditions, which allows it to be carried over long distances before being deposited. This capability can turn what might start as a localized release into a regional contamination issue.




The radiation characteristics of Cs-137 complete the picture. It decays into barium-137m, emitting strong gamma radiation. This contributes to external radiation doses, meaning contamination is not only a concern for ingestion or inhalation but also involves ambient exposure to the surrounding environment.




Soil interactions contribute to the persistence of the problem. Cesium strongly binds to clay minerals and fine soil particles, which limits how quickly it can be washed away. However, this also means it remains locked in the topsoil, where biological activity is concentrated. Consequently, it stays in the layer that supports plants, fungi, and grazing animals, re-entering food chains year after year.




The persistence of Cs-137 in real environments is what ultimately makes it visible to society. Decades after major nuclear events, Cs-137 remains one of the dominant contributors to residual contamination and exposure. It effectively shapes maps, restrictions, and public perception.




To truly understand the long-term impact of a nuclear release—including how land is used, how people are affected, and how the event is remembered—follow the cesium.

* * *

In a core melt, iodine is not released in a single step. It is released, transformed, delayed—and only then, possibly, discharged.




The isotope that matters is Iodine-131.




Its half-life is about 8 days.




That number quietly defines everything.




In an above-ground scenario, iodine can reach the environment in hours. The clock is ticking, but it has no time to help you.




Put the same event underground, and the physics changes—not at the fuel, but in the transport.


	Leakage is no longer a plume. It is seepage into concrete, soil, and water.

	Aerosols deposit.

	Iodine dissolves.

	Movement slows.




Now, the time starts to work in your favor.


	Short-lived iodine isotopes decay before they travel.

	I-131 decays during transport.

	Each week underground removes roughly half of what remains.




And if groundwater is collected and controlled, the picture improves further.




You are no longer relying on geology alone. You are turning the subsurface into a managed buffer:


	Contaminated water is captured rather than released.

	Residence time becomes design-controlled.

	Chemistry (pH, redox) can be adjusted to reduce volatility and keep iodine in non-volatile forms.

	Discharge, if any, happens on your terms—not the accident’s.




What would have been an atmospheric release becomes a contained inventory that is steadily reduced by decay.




Underground containment does not eliminate iodine risk.




It does something more powerful:
It allows you to hold iodine long enough for its own half-life to solve the problem.




That is a very different kind of safety function—quiet, slow, and entirely dependent on whether you actually control the water you create.

* * *

After iodine and cesium, the third isotope that defines a meltdown is strontium, not because it dominates the early phases of an accident, but because of what it does later, when attention has shifted, and the pathways have narrowed to what remains.




Strontium-90, with its roughly 30-year half-life and its chemistry so close to calcium that the body accepts it without resistance, is not a transient concern but a generational one, and if it reaches drinking water or the food chain, it does not simply pass through but settles into bone, where it continues its work slowly and persistently.




Yet the way it moves is fundamentally different from iodine or cesium, and that difference is what allows engineering to take control.




Strontium is not a volatile species under accident conditions, and it does not meaningfully participate in the early airborne release; instead, it remains bound to fuel debris or dissolves into water, and from that moment on, its fate is tied almost entirely to how water is allowed to move.




When the reactor is placed underground, this distinction becomes decisive because the atmospheric pathway all but disappears, leaving only seepage—slow, constrained, and shaped by the materials and structures it encounters.




There is no plume to chase across regions, only water moving through concrete, engineered barriers, and soil, with every interface acting not as a conduit but as a delay, since strontium, as a divalent ion, tends to adsorb onto mineral surfaces and participate in exchange reactions that further slow its progress.




Left alone, it would still migrate, gradually and unevenly, following groundwater paths that are difficult to observe in real time, and that is where the real risk lies—not in speed, but in the quiet persistence of movement that goes unnoticed until it has already spread.




But this is exactly where the systems developed to manage cesium change the nature of the problem.




Strontium then ceases to be an environmental dispersion problem and becomes an engineered process, and within that process, it is, in many ways, the easier isotope to handle, since its divalent chemistry allows for efficient removal through precipitation and ion exchange when conditions are properly controlled.




Underground placement reinforces this further by adding time to the equation, as transport through porous media is slow enough that decay, adsorption, and intervention begin to compete effectively with migration, shifting the balance from uncontrolled spread to managed containment.




So the character of the problem changes in a very fundamental way, moving from one of dispersion to one of inventory, from tracking what has escaped to deciding how what remains is handled.




The isotope itself does not become less hazardous, and nothing in this changes its biological significance, but its ability to move freely through the environment is replaced by a dependence on systems that can be designed and monitored. 




This is the advantage of going underground, not that it eliminates the consequences of a severe accident, but that it changes the domain in which those consequences unfold, from an open environment governed by dispersion to a contained system governed by flow, chemistry, and time, where even a long-lived isotope like strontium can be held, managed, and ultimately controlled.

* * *

The first thing a damaged core releases is not fuel.




It is gas.




Fission produces noble gases that remain inside the fuel only as long as the structure holds. As the temperature rises, that retention fails early. Once the cladding fails, the release is essentially complete. These gases do not react, dissolve, or deposit.




They move.




A few isotopes define the signal:




Xenon-135 — ~9 hours
Xenon-133 — ~5 days
Xenon-133m — ~2 days
Xenon-131m — ~12 days
Krypton-88 — ~3 hours
Krypton-85 — ~10 years




They span hours to years, and that span becomes a clock.




Above ground, the release appears quickly. Short-lived isotopes dominate the early plume. The dose is external—gamma radiation from the cloud—and it ends when the cloud passes. Noble gases do not accumulate in the body, do not enter food chains, and do not leave lasting contamination.




They irradiate while present, then they are gone.




Underground, the same gases must pass through concrete, fractures, and soil. Nothing binds them, but everything slows them.




Delay means decay.




Short-lived isotopes disappear before reaching the surface. What emerges is filtered in time:




xenon-133 and metastable xenon isotopes
sometimes traces of longer-lived krypton




This is how underground nuclear tests are detected.




Monitoring systems look for characteristic xenon isotope ratios—signals that cannot be explained by background alone. Even a small leak path is enough. The gases carry the history of their journey in their decay pattern.




So noble gases serve two roles at once:




They are the earliest indicators that fuel integrity has been compromised.
And they are the most reliable messengers of how, and how fast, material escaped.

* * *

What matters, in the end, is not the moment of release but what follows it.




The inventory is fixed early.
What changes is where it goes and how long it is allowed to move.




Above ground, time works against you.
Each hour spreads what was once contained.




Underground, the same time can be made to work for you.
Delay becomes decay. Movement becomes confinement.




Cesium will still define the land.
Strontium will still follow the water.
Iodine will still pass quickly if you let it.




What matters is not the inventory but the transport.
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A plant does not earn the label “safe” at commissioning. It has to keep that property while the world around it changes in ways no one can fully anticipate. For man-made hazards, that requirement is particularly unforgiving. Over the past sixty years, the threat landscape has not merely evolved—it has shifted in kind. New delivery mechanisms appear, infrastructure becomes more entangled, and attack strategies move from brute force to exploiting dependencies. Any design that relies on a fixed list of external threats will, sooner or later, find that the list was incomplete.




Underground placement is one of the few choices that does not depend on naming every threat in advance. By placing the reactor and its key safety functions below grade, you remove the direct access that many hazards require. Line-of-sight attacks, blast, fragmentation, fire, vehicle impact—these lose effectiveness when they must first dissipate through soil and rock. Undergrounding is a hedge against uncertainty: it reduces the plant’s exposure to whatever specific form a future threat might take.




But this is where the easy narrative breaks. Underground placement is not enough to make a plant safe over its lifetime. If the design is inherently fragile, putting it below grade only delays the problem. It does not remove it.




Lifetime safety cannot depend on stopping every external hazard at the boundary. A determined adversary, given enough time or ingenuity, can always find a way to breach a boundary or to bypass it indirectly. The plant must therefore remain safe even when protection is partially defeated. Not perfectly intact, but intact enough to prevent escalation—to keep decay heat removal available, to avoid rapid loss of cooling, and to maintain control without relying on a single vulnerable path.




A design that remains safe over decades tends to share a few underlying properties. Its safety functions are genuinely separated so that a single intrusion cannot disable them all at once. It degrades gracefully: equipment failures lead to slower, manageable transients rather than abrupt cliffs. It does not rely on external infrastructure—such as grid power, communications, or shared services—to maintain a safe state.




Underground placement must not be a compensating measure, but a reinforcing one. It reduces the likelihood that external hazards will push the plant into a degraded state, and it buys time if they do. But the ability to remain safe must already exist without it.




Over a sixty-year lifetime, the question is not whether you identified every hazard correctly. You did not, and you will not. The question is whether the design limits how much that uncertainty can hurt you. A plant that is intrinsically stable, slow to escalate, and independent in its safety functions can ride through changes in the threat environment. One that depends on precise protection against a known set of threats will age poorly.

* * *

Underground reactors do not alter the physics of Cesium-137; however, they significantly influence how much the outcome relies on everything functioning perfectly. This is especially important in areas where the consequences of an environmental release are particularly severe.




When multiple layers of defense fail, the focus shifts from how the system performs under ideal conditions to how it behaves when several issues occur simultaneously. It’s crucial to assess whether the remaining environment can still effectively slow, capture, and localize any released material.




In many above-ground designs, mitigation systems depend heavily on specific mechanisms functioning correctly, such as sprays, filtration, and maintaining containment integrity. Consequently, performance can decline dramatically if multiple functions fail at once.




In contrast, underground configurations integrate more of the mitigation features into the environment itself. Large internal volumes can absorb expansion, pressure differentials dissipate quickly, and there is no significant sustained force pushing material outward.




Wet surfaces, continuously refreshed by condensation and natural moisture, capture aerosols and promote dissolution into water. Additionally, rough, porous materials offer ample opportunities for deposition and retention.




Long, resistive pathways to the external environment ensure that movement is slow and gradual, with each stage removing a portion of what remains. This approach allows transport to be controlled rather than dispersive.




Water pathways guide dissolved cesium toward designated low points by gravity and permeability, so even under compromised conditions, movement tends to remain localized and manageable.




The outcome is a system where mitigation does not depend on a few critical functions working flawlessly. Instead, it is spread across volume, geometry, materials, and natural processes that continue to function even when engineered systems fail.




In my opinion, placing a reactor in or near a densely populated area without this level of inherent resilience is hard to justify. The design must be effective not only when everything is functioning properly, but also when multiple layers of defense have already failed.

* * *

With a vivid imagination and a somewhat unconventional mindset, it is possible to find ways to cause significant damage to a reactor core, especially if deliberate, malicious intent is involved. This is particularly relevant in the unstable world situation, as recent events have shown.




This is why I have always been skeptical about the discussions surrounding the “elimination” of severe accidents. 




Elimination suggests achieving a frequency of around 1E-7 per reactor-year, which is two to three orders of magnitude below the typical core-damage frequency target. Proving this level of safety beyond a reasonable doubt is practically impossible.




A more honest engineering approach is to acknowledge that core damage may still happen at a frequency of ~1E-5 per year. Therefore, it is essential to design the plant so that the consequences of any core damage can be mitigated effectively.




This means implementing robust containment systems, ensuring filtered venting where necessary, and developing severe accident management strategies that do not rely on wishful thinking.




Above all, it is crucial to recognize that no engineer is infallible, no analysis is exhaustive, and no design team can anticipate every conceivable risk.




Complex, high-energy systems do not become safe simply by declaring certain outcomes as eliminated. Instead, they become safer when we prepare for the possibility of failure.
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Reactor design should primarily focus on what is necessary, rather than solely on what is required by regulations.




If something is mandated but not truly needed, it’s often justifiable to leave it out. However, if something essential is omitted and it leads to harm, it won’t matter whether it was deemed “required” or not.




Consider the Chornobyl disaster: the positive scram was neither prohibited nor explicitly against any regulations, yet it turned out to be a fatal design flaw. Similarly, the Fukushima Daiichi incident involved placing batteries in the basement, which led to significant issues.




Ultimately, the designer, not the regulator, bears the responsibility. Regulations are created by people and cannot cover every potential design solution. (I’ve drafted some regulations myself and have experienced the challenges firsthand.)




Nuclear safety should not be viewed as a mere compliance exercise.

* * *

Early dialogue between designers and regulators is essential for risk reduction, especially when dealing with new reactor concepts.




Waiting until the licensing application phase means you are no longer designing; you are merely defending your choices. This is the worst time to realize that your assumptions do not align with regulatory expectations.




What you considered to be inherent safety, what you assumed did not need classification, and what you believed could be justified analytically may not be accepted in the same way by regulators.




At that point, every mismatch leads to delays—months can turn into years. These delays arise not because the design is unsafe, but because it was never properly aligned with regulatory requirements.




This issue is even more pronounced with novel concepts.




Interpretation is critical, and interpretation requires dialogue.




Early engagement allows for:


	Identification of fundamental licensing showstoppers.

	Agreement on methods and acceptance criteria.

	Clarity on what must be demonstrated versus what can be justified.




Moreover, it compels the designer to think deeper—not just about whether a design works, but about whether it can be demonstrated in a way that is credible to others.




In the end, a safe reactor that cannot be licensed serves no purpose; it is merely a theoretical exercise.




The designer is solely responsible for the design. However, without ongoing dialogue, the regulator becomes a last-stage gatekeeper. This is not an ideal time to reassess fundamental principles.




Trying to pressure regulators with tight schedules never works; that is when projects tend to slow down.

* * *

Nuclear energy is not expensive due to the laws of physics; it’s costly because we have made it that way.




Let’s start with procurement. The term “nuclear grade” has shifted from referring to materials that are traceable and suitable for their intended purpose to describing rare, overly specified items that pose bureaucratic challenges. When you purchase a valve or a pump, you’re not just buying the component; you’re engaging in a complex documentation process that happens to include that valve. Supply chains are stretched thin, there are few vendors, and every component becomes a custom project. The predictable outcomes are long lead times, limited competition, and prices that are unrelated to the actual materials or functions.




Next, consider safety—or rather, the illusion of safety. We continually add layers: more systems, more classifications, and more redundancy piled on top of redundant features. On paper, this appears to enhance safety. In reality, much of it compensates for earlier design decisions that were never streamlined. Genuine safety arises from clarity, but what we often create is opacity. When no one can fully understand the system, we label it as “defense in depth.”




Automation accentuates this issue. Instead of designing reactors that function reliably on their own, we implement software to manage edge cases. This introduces complex control logic, interlocks, and digital safety systems to keep the plant within strict operational bounds—bounds that wouldn’t be as tight if the fundamental design were simpler. Verifying this software is difficult, and proving its reliability under all conditions is even more challenging. As a result, we end up with systems that are both expensive and, paradoxically, harder to trust.




A reactor with a solid basic design does not require programmable safety automation.




Furthermore, complexity accumulates. Each new system necessitates interfaces, testing, maintenance, licensing, and training. Each interface presents a potential failure point, and each requirement feeds back into procurement, making components even more specialized and expensive.




The uncomfortable truth is that a significant portion of nuclear costs is self-inflicted. We have traded simplicity for layers and are paying for every layer twice—once in hardware and again in the effort required to prove that everything works.




If we start with a clean slate and prioritize straightforward, physically stable designs using components that can be easily procured, a different cost structure emerges. While it may not be cheap, it is grounded in reality rather than in paperwork and convoluted processes.

* * *

The problem with harmonizing regulations is that everyone has a say. Even those with bad ideas. 




The outcome would be better if harmonization were started among a handful of like-minded countries. Harmonization tends toward consensus rather than clarity. Strong designs come from strong positions, not averaged ones.  

* * *

Should we design n+2—or n+1 with a PRA repair window?




In Finland, the answer has so far been simple: n+2 for safety systems.




Internationally, it often isn’t. n+1 with allowed repair times is common practice.




At first glance, n+2 looks stronger. And in a deterministic sense, it is. But the real purpose of n+2 is often misunderstood.


n+2 is not just for failures. It is there to enable preventive maintenance, reducing the work required during outages.




One train can be out for planned work.
Another can fail.
And the safety function is still intact.




n+2 places safety in hardware, so that maintenance does not immediately translate into risk.




With n+1, preventive maintenance already consumes your only margin.




From that point on, you are relying on:


	repair speed

	operational discipline

	probabilistic justification




The messy part is this:

Even in n+2 plants, reality can drift further.

Maintenance takes one train out.

A failure takes another.

You are suddenly at n+0.




At that point, the design intent has been exceeded, and you are relying on risk insight—whether you planned to or not.




So the real question is not regulatory. It is whether you want preventive maintenance to be:


	fully covered by design → build n+2

	part of the risk-managed operating envelope → build n+1 + repair window




Both can be safe. But they are not the same.


	n+2 gives you the freedom to maintain without thinking about immediate risk.

	n+1 forces you to think every time you pick up a wrench.




In my view, both should be allowed. The designer should be able to decide whether to focus on minimizing component count or outage duration, particularly with new kinds of plants entering the market.




But be clear about the intent:


	n+2 → maintenance is routine, risk stays in hardware

	n+1 → maintenance consumes margin, risk must be actively managed




Because in the end, the plant will not follow the redundancy count.




It will follow how safely you can take things apart while it is still running.
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  On Spent Fuel

  
  




Possible future recycling is not a strategy; it is merely a hope.




Used fuel is already present; it exists today in storage pools and interim facilities, accumulating year after year. Pointing to some future technology does not change this physical reality; it only postpones our responsibility.




Recycling may eventually come to fruition. It may even become efficient and economical. However, its timing, scale, and acceptance in policy are all uncertain. These uncertainties do not mitigate the need to manage what we currently possess.




Allowing spent nuclear fuel to accumulate while waiting for a future solution is not a neutral act. It increases inventory, extends storage time, and concentrates risk in facilities never meant to be permanent. The longer we wait, the larger and more complex the problem becomes.




Engineering does not operate this way. You do not defer a necessary safety function because a better system might be available in 30 years. Instead, you design for what is needed now, using proven, available solutions.




Geological disposal is not a failure of imagination; it is an acceptance of responsibility. Importantly, it does not eliminate future options. Modern repositories can be designed to be retrievable—not because we plan to rely on them, but because we acknowledge uncertainty.




If recycling becomes viable in the future, fuel can be recovered. If new information emerges, decisions can be revisited.




Retrievability keeps the door open without perpetuating the problem. However, this flexibility must not be misused.




Future options are valuable, but they are not an excuse. 




The waste we produce today must have a destination today. 

* * *

In Finland, the nuclear waste management solution is often regarded as a gold standard due to its clear responsibility structure, a domestic repository, and a credible path from operation to disposal.




To be clear, this system works. However, it is important to examine how it was framed.




From the beginning, the issue was defined in terms of the existing utilities—specifically, their reactors, fuel, and timelines. The goal was to provide a complete and licensable solution within Finland’s borders, rather than to explore what a globally optimal system might look like or to design an open-ended approach.




By limiting the scope to “Finnish waste only,” the project’s scale was also established. Scale is crucial in this context. A deep geological repository requires significant fixed effort in areas such as characterization, licensing, encapsulation, and underground construction. You cannot build half of a repository.




To justify a full repository in a clean and economic manner, a nuclear capacity of approximately 6 to 10 gigawatts thermal is needed. Finland’s current capacity aligns closely with this requirement.




This alignment explains why the existing system has converged to a single repository—it is the right size for the current fleet and can be scoped, financed, and licensed as a closed system.




However, it also highlights what has been overlooked in the process.




Future utilities were not accounted for in the original design. The system relies on a fixed set of operators and inventory, and it does not function as an open platform where new entrants can easily plug in under predefined conditions. 




As new utilities begin to emerge and legislation is revisited, this assumption is becoming increasingly unstable.




If additional capacity is introduced, the design parameters will shift—but not to a point where a second repository makes sense.




This situation leaves us in a challenging middle ground: too large for one repository as initially planned, yet too small for two.




This is not a technical issue; rather, it stems from how the system boundaries were originally set.




Responsibility must remain with the waste producer. This principle is non-negotiable and is one of the strongest aspects of the Finnish model. However, this does not imply that every utility—or country—needs to establish a fully self-contained disposal system.




By organizing waste management at the system level—with clear entry conditions, maintained producer liability, and the possibility of cross-border participation—the scale problem can be resolved.




A second repository becomes feasible if it is not limited to only Finnish waste.




This entails permitting imports—not as a loophole but as an extension of the same principle: the producer pays and remains accountable, while the execution takes place in locations where geology, expertise, and scale are most advantageous.




The Finnish solution effectively addressed the issue it was designed to solve, for existing utilities and within national boundaries.




What is changing now is not the underlying physics but the context in which the system operates.




This shift creates a unique opportunity to reconsider and address the one assumption that was never truly challenged in the first place.

* * *

When it comes to the final disposal of spent nuclear fuel, all geologies are not equal. Countries with the lowest seismic activity, such as Finland, are in a position to pull more than their own inventory.







  Conclusion





If you have read this far, you have probably noticed that I do not believe in abstract master plans. They look clean, they sound convincing, and they fail the moment reality stops cooperating.




So trying to extract a neat set of general conclusions from these rants would miss the point.


At best, it would turn lived experience back into structure—exactly the thing these pages have been trying to peel away.
At worst, it would give a false sense that the problem is now understood.


It isn’t.




What these pieces circle around is something simpler and more stubborn:


	Systems do not fail where we expect them to.

	They fail where connections exist but are not acknowledged.

	They fail when objectives quietly conflict.

	They fail when independence is assumed instead of built.

	And most of all, they fail when we start believing our own diagrams.




If there is anything worth carrying forward, it is not a rule or a framework, but a habit:


	Look for what is shared.

	Look for what cannot be tested.

	Look for what must work when nothing else does.

	Be suspicious of anything that works perfectly on paper.




That is about as close to a conclusion as I can get.




The rest is just engineering.
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